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Chapter 3: The Logic(s) of Inference 

 

Participant Questions 

 
My question is, if there is some kind of quality index that makes it easier to determine the 
quality of an empirical research. An index that takes account of various factors like random 
sampling, stratification, randomization of treatment, control of confounders, such that one 
could compare the quality of the research in a standardized way. 
 

The question implicitly assumes that ‘one size fits all’. The assumption is that a single 
underlying methodological issue exists, that this issue can be solved with an optimal 
research design and that this research design is optimal for all research projects.  
This implicit assumption is certainly wrong. Different research questions cause 
different methodological problems and these different problems often require very 
different and very specific solutions.  
Of course, there also exists a strong probability that a single analysis has to deal with 
multiple complications and solve multiple problems. Science is not easy, and the 
development of good research designs is certainly one of the more difficult issues (the 
other one being the development of consistent theories that clearly identify a causal 
mechanism).  
The question also suggests that the ‘optimal research design’ provides more insights 
and more ‘certainties’ than the use of multiple research designs within a single 
research area. Again, this is usually not the case. Science profits from independent 
analyses that rely on a variety of methods. Note that this is not a defense for research 
eclecticism, this is a plea for division of labor.  
 
Would it also be worth saying that, in addition to a plea for division of labour that 
subjecting a theory and its predictions to a range of different tests with differing 
research designs, each of which needs to employ different techniques (or combination 
of techniques), has the potential to increase the rigourosity of theory examination and 
insights. A theory tested through a variety of different methods potentially provides 
more insights that a theory tested via only one method.  i.e. “… a plea for division of 
labour and rigourosity in theory (prediction) testing via different but appropriate 
research designs.” 
 
I guess that is what you mean by “Science profits from independent analyses that rely 
on a variety of methods”, but maybe worth making this explicit for them, if that is 
indeed what you mean. 

 
 
How do I know that a random sample is actually random? Until I have not examined a 
sufficiently large size of the population I am not able to determine whether the sample has 
the same properties as the population, am I? 
 



Good question. First, there are no (or at least not many) perfect random samples. 
Random sampling requires that each unit in the population has the same ex ante 
probability of being drawn into a sample. This can only be guaranteed if we have 
predefined ‘populations’, for example 100 students in a classroom (but for what 
theory would students in a classroom be the population?).  
Many of your questions seem to suggest that it is easy to draw a random sample of 
the Austrian population, but that is not true. In the ‘good old days’ survey companies 
would use the telephone book, that was clearly not optimal. YouGov today uses 
preregistered online samples, which is also imperfect (they stratify after the data 
collection).  
A perfect random draw from a preselected part of the population is not a perfect 
random draw of the population. Or in other words: if we want make inferences on the 
Austrian population, a perfect random draw in a classroom does not help us much, if 
the people sitting in the classroom are not representative of the Austrian population.    

 
I know it's almost impossible to draw a perfect sample for a population. But given the 
Number of the population, what would be the perfect sample size if we take the Austrian 
population for example? 
 

I think the slides are very clear that the size of a representative sample depends on 
the relative frequency of strong influences. As a consequence, the required sample 
size depends on the research question. It has not much to do with Austria. It has more 
to do with the dependent variable and with the model that explains the dependent 
variable.  

 
 
On slide 21 "convenience" is named as a third sampling strategy. Could you explain what is 
meant by that? 
 

Convenience sampling is the name for sampling all observations for which information 
is available. For example, there are approx. 200 countries in the world. For North 
Korea, Taiwan, Albania, Micronesia and some others data is usually not available. 
What is left is a convenience sample: all countries but those that do not provide 
information.  
Convenience samples are fairly reliable if the number of sampled observations is close 
to the actual population size. Assume we get a certain result from analyzing all 
countries in the convenience sample, but we do not have data for North Korea, 
Taiwan and Cuba. Adding these observations (if data becomes available) has two 
possible outcomes: first, results remain robust in which case there was no problem 
not having these countries in the sample in the first place. Or second, the results 
change, in which case we should consider these countries as outliers, because one 
does not want three observations (in a sample of 150-200 cases) to drive the results.   

 
 
Stratified sampling is useful in heterogeneous populations with homogenous subpopulations, 
if I understood that correctly. How do you find out if the population is heterogenous and, 



especially, how do you find out about the characteristics that distinguish one subgroup from 
another? Doesn’t this require a separate study beforehand? 
 

We can only stratify on variables that we have. We therefore typically use census data 
to stratify. There are obviously other variables on which we want to stratify, but we 
often cannot for lack of data availability.  
 
Would it be worth saying that, what one would want to stratify on will vary depending 
on the research question and research design (obviously), and yes, this be influenced 
by existing (scientific) knowledge, and give an example? E.g. if you want to sample UK 
population for voting intention one may wish to stratify by region / country of 
residency, as the participation of political parties is different in the different regions / 
countries (SNP, Plaid Cymru, DUP and Sinn Fein only contest seats in their respective 
countries and not in England).  
 
Though maybe you don’t want to get into the point around how one would determine 
what to stratify on. 

 
 
Another question concerns stratification. Let’s say my experiment is about people and I want 
to make predictions on the whole population. I can split up the whole in 3 stratas of equal 
size. Now I just gathered data but it’s a lot easier for me to gather data for the second strata 
so for example I have ten times as much as the third one. Based on how I understand it the 
data from each subgroup should be of equal importance so I can just use 10% of my second 
strata data for my predictions (no exactly correct because I would use the whole data to 
make a prediction of the second group but which is just weighted 1/3 of my whole 
prediction) This seems not logical and rather wasteful of data to me. So is there a way I can 
use more of my data to make predictions of the whole population? I mean isn’t it done all 
the time like this. For example, tracking younger people on their phones / computer is a lot 
easier than tracking older ones, because they just don’t use it that much. 
 

First, tracking does not require that a device is in use. You merely need to carry it with 
you. The NSA apparently can track devices even if phones are switched off. Think 
about why we cannot take out the batteries of our phones anymore. That was easily a 
few years ago … 
More importantly, strata are not likely to be identically sized in the population. Here is 
what Wikipedia has to say about stratification: “In statistical surveys, when 
subpopulations within an overall population vary, it could be advantageous to sample 
each subpopulation (stratum) independently. Stratification is the process of dividing 
members of the population into homogeneous subgroups before sampling. The strata 
should define a partition of the population. That is, it should be collectively exhaustive 
and mutually exclusive: every element in the population must be assigned to one and 
only one stratum. Then simple random sampling or systematic sampling is applied 
within each stratum. The objective is to improve the precision of the sample by 
reducing sampling error. It can produce a weighted mean that has less variability than 
the arithmetic mean of a simple random sample of the population.” 



This does not mean that each stratum has the same size. It means that each stratum in 
the sample has the same relative size as the stratum has in the population. Thus, if 
there are 53 percent women in the population, our sample should consistent of 53 
percent women. If we sample equally sized strata, we induce some, perhaps minor 
bias. We can correct for it if we know the population distribution, but we need to 
correct for it if we sample according to the population distribution.  
Maybe that is just my reading but the question seems to imply that we wish to make 
inferences on strata. However, if we do want to make inferences on ‘strata’ then these 
observations would be our population. If we wish to analyze causal heterogeneity 
among subgroups we can do that, but we would not call these subgroups strata.   

 
 
Can it be argued that a subgroup of a population is also a sample? 
 

Perhaps, but it certainly is not a sample of the original population. Hence, I first would 
change my definition of the population, and then I would draw a sample… Another 
theory might be required, too.  

 
 
Referring to Stratification: How do you deal with subgroups of (significantly) different sizes? 
Do you take the same number of samples from each subgroup or do you keep the same 
ration of nr. of samples to size of subgroup for each subgroup? 
When using stratification for a survey, how big should each stratum (e.g. subpopulation) 
be? For example an electoral survey in Austria - should the stratum be every federal state 
(meaning Bundesland) or municipality or something else? 
 

First, I would not use ‘Burgenland’ as a stratum, rather age groups or income brackets. 
Nevertheless, if Austria has a population of 8.8 million and Burgenland has a 
population of 0.3 million, then roughly 1 in 30 survey participants should be from 
Burgenland. If, for whatever reason, you would have significantly more or less than 
this share of Burgenlanders, you could stratify your sample. But as I said, unless you 
belief that Burgendlanders are different, there is no reason to stratify on this 
dimension.  

 
 
Or is that what is to be done in the Stratification? Dividing the sample to different ranges in 
age, and the Picking randomly from the subsample? 
 

That is one possible stratification strategy. Call it ex ante stratification. It is also 
possible to stratify a sample that you already have, call it ex post stratification. That 
can be done by dropping observations from overrepresented parts of the population. 
Or by doubling observations from the underrepresented part of the population.  
 
  

On wikipedia i found this: In ihren Technical recommendations for psychological tests and 
diagnostic techniques (1954) schlug die American Psychological Association vier Arten der 
Validität vor, diese sind Inhaltsvalidität, Konstruktvalidität und prognostische und 



diagnostische Kriteriumsvalidität, von denen „historisch und praktisch gesehen […] die 
kriteriumsbezogene Validität der bedeutsamste Aspekt“[4] ist. 
 

Validity is an overused term. Go to  
https://en.wikipedia.org/wiki/Validity_(statistics) 
and try to not get confused.  
Not all these concepts are useful, and psychology is not even a social science.  
In the social sciences and in methodology, two ‘validities’, internal and external 
validity, are most frequently discussed, and while there are different definitions, it is 
at least clear that they mean different things. Concept validity is also clear, it, broadly 
defined, asks whether we observe (or measure) what we want to observe. Note that 
lab experiments are a classical example for the lack of concept validity. If you want a 
fourth ‘validity’ criterion I suggest descriptive validity.  
In contrast, the ‘diagnostische Validitaet’ the psychologists believe in is very important 
(because they are not scientists but doctors) and cannot exist reliably without internal 
and external validity. It is thus just a consequence of more broadly defined ‘validities’. 
Imagine you know nothing about medicine, and the case that you have observed in 
the past cannot be generalized, how would you make sure that you have ‘diagnostic 
validity’ in your interpretation?  
 
 

Isn’t there a tradeoff between internal and external validity? If we want to have a high 
internal validity, we should “control” the experiment as much as possible, preferably in the 
lab. But if that’s the case, the situation is less similar compared to a real or lab-external 
world and thus external validity. And Vice versa: if the inferences and conclusions can be 
perfectly generalized from the population and setting, the less we can control the 
experiment and hence there might be different biases or factors we can’t control for. 
 

There is no general trade-off between internal and external validity. At least in 
principle we can run a field experiment with randomized treatment with a random 
sample of participants. We may even design the treatment so that it is concept valid. 
We can of course deviate from this ideal, and these deviations are likely to affect 
internal and external validity unevenly. Most empirical studies have neither perfect 
internal nor external validity. Here is another view on external versus internal validity: 
 

https://en.wikipedia.org/wiki/Validity_(statistics)


 
Anol Bhattacherjee: Social Science Research: Principles, Methods, and Practices  

 
 
I do not, however, necessarily agree with each classification. For example, I do not 
believe that single case studies have any external validity, whereas mathematical 
proofs are internally valid if mathematically correct and externality valid for exactly 
the same type of problem. And I find it awkward that observational data analysis does 
not show up. The overall logic, however, is that there is no general trade-off, and here 
I agree.  

 
 
In contrast to deduction, inductive reasoning allows that the conclusion could be false. The 
bullet in the head example of the "Logic of Deduction“ says that John is likely to be dead. But 
if he is not - isn’t it a false conclusion and therefore inductive? 
 

No, deduction is valid if the prediction follows logically from the assumptions. 
Something that is logical is not necessarily sound. This is so obvious that I fail to see 
why so many asked this question.   
At the same time, induction is not necessarily wrong. We simply do not know whether 
inductive inferences can be generalized, that is whether they are deductively valid. 
This is what I and many methodologists mean when they say that the result of 
inductive research is a hypothesis. In other words, being false is always a possible 
outcome of scientific research.  
In simple words: “An argument form is valid if and only if, whenever the premises are 
all true, the conclusion is true. An argument is valid if its argument form is valid. For a 
sound argument, an argument is sound if and only if, it is valid and all its premises are 
true.” https://www.iep.utm.edu/val-snd/ 

 
 



When talking about the different types of inferences (abduction, induction, deduction) have 
they completely to be divided from each other or can there also be a process where some of 
them are combined?  

   
A combination is possible and sometimes unavoidable. While it is possible to logically 
deduce predictions from abstract assumptions, scientists usually know the results of 
empirical research and they do have an idea of reality. Therefore, there may always be 
some induction included in deductive research. But it is still deductive research, 
regardless of how much information from empirical observations goes into the 
formulation of assumptions.  
In turn, it is also possible that the results of inductive research (one or more 
hypotheses) are informed by theories. As you should all know from previous chapters, 
underdetermination suggests that every piece of evidence is consistent with more 
than one theory, therefore, any observation used in inductive research is also 
consistent with more than one explanation. Which one we choose may seem arbitrary 
or depend on plausibility, which may or may not be taken from existing theories.   
Abduction is merely a plausibility contest. ‘Plausibility’ can be established by theory 
and observation alike. Unfortunately, it is often taken from ideological priors. Which is 
unscientific.  
One also needs to distinguish what a single research paper does from what all the 
research papers in a research area do. A single research piece, an article, usually but 
not always) sticks to one research logic, a research area tends to rely on all research 
logics.  
 
 

Valid, sound? What is the difference? 
 
Deduction, if derivations are logical, is valid, but not necessarily sound. Here is an 
example: “i) A medical technology ought to be funded if it has been used successfully 
to treat patients. ii) Adult stem cells are being used to treat patients successfully in 
more than sixty-five new therapies. iii) Adult stem cell research and technology should 
be funded.” Clearly, the conclusion depends on the assumptions. Once you believe in 
i), everything else follows. In other words, if you do not like the conclusion, you 
probably do not believe in the assumptions.  
 
Induction also does not need to be sound: i) Before the Indonesia tsunami hit the 
shores, the water receded abnormally far. ii) Therefore, before tsunamis, the water 
will always recede abnormally far. iii) Therefore, if the water does not recede, a 
tsunami is impossible.  
Inductions are just generalizations which are either right or wrong. But they are “not 
logical necessities’.  
It would be correct to infer possibilities: 
Before the Indonesia tsunami hit the shores, the water receded abnormally far.  
Therefore, before tsunamis, the water may recede abnormally far.  
 
The same logical vagueness applies to abduction:  



“A medical diagnosis is an application of abductive reasoning: given this set of 
symptoms, what is the diagnosis that would best explain most of them? Likewise, 
when jurors hear evidence in a criminal case, they must consider whether the 
prosecution or the defense has the best explanation to cover all the points of 
evidence. While there may be no certainty about their verdict, since there may exist 
additional evidence that was not admitted in the case, they make their best guess 
based on what they know.” 
http://www.butte.edu/departments/cas/tipsheets/thinking/reasoning.html 
 
Abduction is thus not very promising strategy for the sciences. Plausibility is not a very 
scientific term. There is absolutely no guarantee, that the truth is plausible.  
Thus, abduction is a kind of pre-scientific reasoning. In contrast, induction is useful 
and best used for hypothesis development: if we observe some outcome in a case, we 
may ask whether this finding can be generalized. However, the original case tells us 
nothing about the generalizability of these findings.    

 
 
Is an assumption not merely an induction which then gets used to deduct predictions? 

 
Could be, but not necessarily because I can also derive assumptions from theories. I 
can also make them up, no problem. Then they follow from basically nothing.  
 
 

Why is the mathematical induction a form of deductive reasoning? To my understanding, the 
method starts by showing that a term is true for n=1 and from this initial case extrapolates 
further with "n+1" to reach the general term and to eventually prove it. Is a deductive 
approach because we have actual prove instead of a strong vs. weak argument as would be 
the case of scientific induction? 
 

Not sure I understand the question. Induction is induction even if it is grounded in 
mathematical rules. You start with observing a case and then you generalize. I also 
have no clue what you mean by ‘proof’. We are talking about empirical regularities. 
How do you prove that a single observation can be generalized?  

 
 
Can you use both deductive logic and inductive logic in mixed methods? 
 

‘Mixed methods’ is a term used for a combination of quantitative and qualitative 
methods. This may imply a combination of induction and deduction, but not 
necessarily so.  
 
 

Can we say that a quantitative study is more meaningful than a qualitative one because it is 
based od data, and statistical calculations and a qualitative study is just an examination of 
individual cases? 
 



I received this question in many variants. The answer is that if you want to make 
generalizable statements about reality, large-N quantitative approaches are obviously 
superior. If you want to develop a theory, you either start with axioms or with 
observation. In the latter case, you may as well rely on a small-N qualitative approach. 
It does not matter unless the probability of error matters to you.  
But keep in mind that the result (or the product) of your research is a hypothesis. You 
would need quantitative research to figure out if your results are generalizable.  
Of course, we also have ‘causal models’ in our toolbox which test whether the relation 
between x and y is causal.  
 

 
Since empirical evidence often supports many theories, how should one react on a valid 
conclusion of only one theory (until then)? Do I miss something here or is it again a matter of 
taste regarding the different perspectives like the Bayesian philosophy of science? 
 

Just formulate a second one. And remain skeptical. There definitely is no need to 
assume an explanation is correct simply because there are no alternatives. And then, 
there are always alternatives.  

 
 
This is a more philosophical one: It seems like the scientific method and empirical research in 
general views the world as determined by causes (it tries to find out the causes for certain 
phenomena, so it assumes that phenomena can be explained by causes). At the same time 
randomization is a center piece of doing empirical research. How is one supposed to really 
randomize anything in a world that is determined by causation? Or is randomization 
impossible and empirical models are just imperfect? 
 

Empirical models usually (but not necessarily) assume the following structure: the 
association between x and y is fixed by some causal mechanism. At the same time, the 
outcome is partly random.  
In empirical research we can easily relax the assumption that associations are fixed. 
We can assume that they are conditioned by other factors and we can assume that 
the associations are partly random. That is no problem in quantitative research.   
 

 
Since statistical data can only reveal correlation but not causality is it correct to assume that 
only through the dimensions of validity do we get from correlation to causality? 
 

The term ‘statistical data’ does not exist. I am also not sure I understand the question: 
a correlation is a mathematical defined quantity that can be computed if a set of 
observations has information on two dimensions. Correlation does not imply causality.  
However, if we assume the existence of causality, then we should expect to see some 
correlation, at least in large samples. Hence, the presence of correlation does not 
imply causality, but the absence of correlation (in a correctly specified model) does 
potentially imply the absence of a causal effect.  
 

 



My second question is about the scientific goals on slide two. Isn't "concept development" 
and "methodological development" the same? I searched for the term and often found 
articles about the mixed version "Methodische Konzeptentwicklung". 
 

There are statistical concepts that can be developed, and then there are methods that 
can be developed, and then there are other concepts that can be developed. Thus, the 
answer is ‘no’: the fact that one can combine two words does not mean that no other 
combination of one of these words and another word is possible.  
 
 

Concerning Page 8: „Two Examples“: Some days ago I read an article about the deaths 
caused by SARS Covid-19 in Italy. It was written: „…. People die because of the SARS-Covid-
19“. Some people die and have the virus. However, some die because of the virus and some 
might die because of something else but still have the virus. Does that mean that, the 
argument is „logically correct,“ but „not true“?  

 
The argument is probabilistic. It is possible to get Covid-19 and die of Covid-19. And it 
is possible to not get Covid-19 and to die of something else, or to get Covid-19 and die 
from something else.   
Of course, we are currently counting the number of people that died because of the 
Coronavirus – 86 in Austria as of today. However, in chapter 2 I have suggested that 
data has measurement error. 86 is almost certainly not the ‘true’ number. We are 
overlooking some cases that died and where never diagnosed with Covid-19. And we 
are explaining a death by a corona infection even though the person would have died 
anyway. In other words, 86 is our best guess, but there is some uncertainty around it. 
Does this mean the explanation that one may die of Covid-19 is ‘not true’? Of course 
not. It is possible to die of Covid-19. No doubt about it.  
 

 
Is there really always uncertainty with theories? For example, it seems to me to be proven 
that it is light half the day and dark the other half because the earth rotates and the sunlight 
shines on only half of the globe at a time. Nevertheless this is still a theory. Isn’t it? 

 
It is actually not correct that half of day it is dark. The share of a day that has ‘light’ 
varies. The share is larger during the summer than in winter. However, it is true that 
on average over a year, half of the day is ‘dark’ regardless of where you are.  
But no, this is not a theory. The explanation is Newton’s 2nd law of motion: “The 
acceleration of an object as produced by a net force is directly proportional to the 
magnitude of the net force, in the same direction as the net force, and inversely 
proportional to the mass of the object.” And that is not a theory but a law.  
 
 

What exactly is meant with the statement: "The average global temperature is not the 
average of measured temperatures." ? It seems to me like you would need to measure 
temperatures at different locations over a longer period of time and then take the mean to 
get the average global temperature. Is this incorrect or am I misunderstanding the 
statement? 



 
How would you define average ‘global temperature’? As the average temperature on 
earth, say 2 meters over the ground (that is not so important). In order to get that 
average, you would have to take equidistant measures. Say, one measurement 
instrument in the middle of every 100 km2. And then you take a measure every hour. 
And then you take the average over all these measurements.  
Unfortunately, this is not how it is done. First, the number measurement points per 
square km depend on whether we are on land or sea, in the plains or on the 
mountains, in an urban or rural area. The wealth of nations also matters. Richer 
countries have more measurement points.  
And the global mean is not just the average of measurement points. Organizations 
that compute this figure ‘adjust’ measurement points – and they have adjusted 
downward in the past and upward in more recent years. The adjustments give a nice 
hockey stick.  
https://www.ncdc.noaa.gov/monitoring-references/faq/temperature-monitoring.php 
 
 

I do not really understand the examples of page 14 and 15. “The results YouGov obtained 
were probably very different from the above figures” – are they intentionally manipulating 
the result?  
 

I do not wish to say anything about any particular survey company here. Survey 
companies in general do not publish the raw results they obtain. They use algorithms 
to ‘adjust’ the results. These algorithms are not published. The results survey 
companies publish are thus not scientific, they are business activity.  
 
There is plenty of evidence for this behavior: Look for example at some election 
forecasts:  
https://dawum.de/Bundestag/ 
The webpage gives you information on the outcome (without uncertainty) and the 
number of survey participants. One can now simulate the sampling uncertainty of 
these surveys using data from the last election and will find that the sampling 
distribution is larger than the variance across different surveys from different 
companies.  

 
 
Regarding the interviews on vote intentions: YouGov probably accounted for the 
sociodemographic distribution of the interviewees compared to the general population and 
took the voting behaviors into consideration, thus changing the results they got in the 
interviews to get to the results presented. 
 

Yes, they are almost certainly stratified. But they may also have used priors to 
generate results.  

 
 

https://dawum.de/Bundestag/


"YouGov has only interviewed at best a few thousand interviewees" Wouldn't that be 
enough? It seems like a representative sample, given that the interviewees where selected 
appropriately. 
 

Maybe. But let’s make a thought experiment. Are 2000 representative for 40 million 
voters? Does it mean that 200 are representative for 4 million, 20 for 400.000 and 2 
for 40.000? If not, what, other than signal noise ration, determines the minimum 
requirement for representative samples?  
In other words: Representativeness is primarily a function of three things: a) the 
variance in the data and b) the size of the effect of the variable one is interested in 
and c) the effect size of a rare determinant. The necessary sample size increases in a 
and c and declines in b.  
 
 


