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This term… 
 
- replication crisis 
- effect size computation 
- sensitivity tests 
- robustness tests 
 model variation tests 
 randomized permutation test 
 structured permutation test 
 Rosenbaum bounds 
 placebo tests 
- research design 
 matching  

regression discontinuity 
instruments 
survey experiments 
lab experiments 
field experiments 

- publishing in academic journals (time permit) 
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Chapter 1: On Fraud and Publication Bias: The Replication Crisis 
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What proportion of published research is likely to be false? 
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Nosek, Ioannadis et al. 2017 
 
What proportion of published research is likely to be false? Low sample size, small effect sizes, 
data dredging (also known as P-hacking), conflicts of interest, large numbers of scientists working 
competitively in silos without combining their efforts, and so on, may conspire to dramatically 
increase the probability that a published finding is incorrect. The field of metascience — the 
scientific study of science itself — is flourishing and has generated substantial empirical evidence 
for the existence and prevalence of threats to efficiency in knowledge accumulation. 
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Nosek et al 2017: 
 
“These cautions are not a rationale for inaction. Reproducible research practices are at the 
heart of sound research and integral to the scientific method. How best to achieve rigorous 
and efficient knowledge accumulation is a scientific question; the most effective solutions will 
be identified by a combination of brilliant hypothesizing and blind luck, by iterative 
examination of the effectiveness of each change, and by a winnowing of many possibilities to 
the broadly enacted few. True understanding of how best to structure and incentivize science 
will emerge slowly and will never be finished. That is how science works. The key to fostering a 
robust metascience that evaluates and improves practices is that the stakeholders of science 
must not embrace the status quo, but instead pursue self-examination continuously for 
improvement and self-correction of the scientific process itself.”  
 
As Richard Feynman said, “The first principle is that you must not fool yourself – and you are 
the easiest person to fool.”   



© Thomas Plümper 2017 - 2019                                                                              10 
 

One Step Back:  
 
 
 
“Validity is the extent to which a concept, conclusion or measurement is well-founded and 
corresponds accurately to the real world. The word "valid" is derived from the Latin validus, 
meaning strong. The validity of a measurement tool (for example, a test in education) is 
considered to be the degree to which the tool measures what it claims to measure; in this case, 
the validity is an equivalent to accuracy.” (Wikipedia) 
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A Reminder: When does a regression analysis generate valid estimates?  
  



© Thomas Plümper 2017 - 2019                                                                              12 
 

A Reminder: When does a regression analysis generate valid estimates?  
 
 
- when estimates are unbiased and sufficiently efficient (internal validity) 
- when sample properties are identical to population properties (external validity) 
- when variables match theoretical concepts and are measured without systematic error (concept validity) 
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When does an empirical analysis generate unbiased estimates?  
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When does an empirical analysis generate unbiased estimates?  
 
 
If (and only if) 
 
- the sample resembles the population 
- all relevant factors are correctly conceptualized and operationalized 
- all variables are correctly measured – measurement error, if any, is unsystematic 
- the set of explanatory variables is correct (no irrelevant variable included, no relevant variable excluded) 
- the functional form of the effect of x on y is correctly specified 
- heterogeneity of cases and conditionalities among factors is either absent or correctly specified 
- structural change is either absent or correctly specified 
- the dynamics of effects are correctly specified 
- spatial dependence is correctly specified 
 
 
- else? 
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The Replication Crisis on Youtube 
 
 
In science,  
There is no cost of getting things wrong. 
The cost is not getting them published.  
 (Brian Nosek) 
 
 
 
Is most published research wrong? 
https://www.youtube.com/watch?v=42QuXLucH3Q 
 
p-hacking 
https://www.youtube.com/watch?v=kTMHruMz4Is 
 
Last Week Tonight with John Oliver 
https://www.youtube.com/watch?v=0Rnq1NpHdmw 
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Publication Bias and P-Hacking 
 
 
Publication bias results from returns on publications. In academia, income of scientists depends on 
- reputation, 
- number of job offers,  
- networks 
 
and all the above are largely influenced by publications and citations.  
 
 
If your lifetime income depends on it and probability of detection is low: would you cheat?   
 
 
  
Model uncertainty invites p-hacking.  
- there exists no such thing as the generally agreed upon optimal model specification 
- all models are arbitrarily specified to some degree 
- the researcher selects the model specification 
- and the model specification influence results 
- and results determine publishability 
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fivethirtyeight 
 
“If you follow the headlines, your confidence in science may have taken a hit lately.  
 
Peer review? More like self-review. An investigation in November uncovered a scam in which researchers 
were rubber-stamping their own work, circumventing peer review at five high-profile publishers.  
 
Scientific journals? Not exactly a badge of legitimacy, given that the International Journal of Advanced 
Computer Technology recently accepted for publication a paper titled “Get Me Off Your Fucking Mailing 
List,” whose text was nothing more than those seven words, repeated over and over for 10 pages. Two 
other journals allowed an engineer posing as Maggie Simpson and Edna Krabappel to publish a paper, 
“Fuzzy, Homogeneous Configurations.” Revolutionary findings? Possibly fabricated.  
 
In May, a couple of University of California, Berkeley, grad students discovered irregularities in Michael 
LaCour’s influential paper suggesting that an in-person conversation with a gay person could change how 
people felt about same-sex marriage. The journal Science retracted the paper shortly after, when LaCour’s 
co-author could find no record of the data.  
 
Taken together, headlines like these might suggest that science is a shady enterprise that spits out a bunch 
of dressed-up nonsense. But I’ve spent months investigating the problems hounding science, and I’ve 
learned that the headline-grabbing cases of misconduct and fraud are mere distractions. The state of our 
science is strong, but it’s plagued by a universal problem: Science is hard — really fucking hard.” 
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Nazi-Feminism, the Dog Park and other Papers 
 
 
Our Struggle is My Struggle. Accepted for Publication by Affilia.  
 
The term “Femi-Nazi” became all too accurate when a trio of academic tricksters participating in an 
elaborate hoax submitted portions of Adolf Hitler’s “Mein Kampf” rewritten through a feminist lens to a 
leading peer-reviewed feminist journal. The satirical paper was accepted this past academic year for 
publication by Affilia: Journal of Women and Social Work. 
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https://en.wikipedia.org/wiki/Grievance_Studies_affair 
 
Retraction Note 
 

We, the Editors and Publishers of Gender, Place & Culture, have retracted the following article: 

Helen Wilson, “Human reactions to rape culture and queer performativity at urban dog parks in Portland, 
Oregon”, Gender, Place & Culture, DOI:10.1080/0966369X.2018.1475346, published online on May 22nd, 
2018. 

This is due to a breach of the following Publishing Agreement clause, signed by the author during the 
publication process: 

“You warrant that: i. All persons who have a reasonable claim to authorship are named in the article as co-
authors including yourself, and you have not fabricated or misappropriated anyone’s identity, including 
your own.”  

Following an investigation into this paper, triggered by the Publisher and Editor shortly after publication, 
we have undertaken a number of checks to confirm the author’s identity. These checks have shown this to 
be a hoax paper, submitted under false pretences, and as such we are retracting it from the scholarly 
record. 

https://fivethirtyeight.com/features/science-isnt-broken/#part1 
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From Significance to Reproducibility? 
 
 
 
 
Donald Berry: “Researchers have chased wild geese, finding too often that statistically significant 
conclusions could not be reproduced.”  
 
 
C. Glenn Begley and John Ioannidis concluded in a January 2015 article that “it is impossible to endorse an 
approach that suggests that we proceed with an ongoing research investment that is producing results the 
majority of which cannot be substantiated and will not stand the test of time.” Similarly, an economic 
analysis published in June 2015 estimates that $28 billion per year is wasted on biomedical research that is 
unreproducible. Science isn’t self-correcting; it’s self-destructing. 
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Prasad Patil, Roger D. Peng, and Jeffrey T. Leek 2016: What Should Researchers Expect When They 
Replicate Studies? A Statistical View of Replicability in Psychological Science, Perspective on Psychological 
Science. 
 
  
“Researchers therefore should not expect to get the same answer even if a perfect replication is 
performed. Defining replication as consecutive results with p < .05 does square with the intuitive idea that 
replication studies should arrive at similar conclusions, so it makes sense that despite the many reported 
metrics in the original article (Open Science Collaboration, 2015), the media have chosen to focus on this 
number. However, this definition is flawed because there is variation in both the original study and in the 
replication study, as has been much studied in the psychology community of late.” 
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Failure to Reproduce results may, but does not need to, indicate fraud 
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Scientific Misconduct: Jan Hendrik Schoen (Konstanz) 
https://en.wikipedia.org/wiki/Schön_scandal 
 
Before he was exposed, Schön had received the Otto-Klung-Weberbank Prize for Physics and the 
Braunschweig Prize in 2001, as well as the Outstanding Young Investigator Award of the Materials 
Research Society in 2002, both of which were later rescinded. 
 
 
The findings were published in prominent scientific publications, including the journals Science and Nature, 
and gained worldwide attention. However, no research group anywhere in the world succeeded in 
reproducing the results claimed by Schön. 
 
In 2001 he was listed as an author on an average of one newly published research paper every eight days. 
 
Soon after Schön published his work on single-molecule semiconductors, others in the physics community 
alleged that his data contained anomalies. Lydia Sohn, then of Princeton University, noticed that two 
experiments carried out at very different temperatures had identical noise. When the editors of Nature 
pointed this out to Schön, he claimed to have accidentally submitted the same graph twice.  
Paul McEuen of Cornell University then found the same noise in a paper describing a third experiment. 
More research by McEuen, Sohn, and other physicists uncovered a number of examples of duplicate data 
in Schön's work. This triggered a series of reactions that quickly led Lucent Technologies (which ran Bell 
Labs) to start a formal investigation. 
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Beyond Lack of Replicability: Fraud 
 
Diederik Stapel   https://en.wikipedia.org/wiki/Diederik_Stapel 
 
On 31 October 2011, a committee entrusted with investigating "the extent and nature of the breach of 
scientific integrity committed by Mr D.A. Stapel", formed by the Rector Magnificus of Tilburg University 
and chaired by Willem ("Pim") Levelt, published an interim report regarding Stapel's activities at the three 
Dutch universities where he had worked.  
The interim report pointed to three unidentified "young researchers" as the whistleblowers for the case, 
and implies that these whistleblowers spent months making observations of Stapel and his work before 
they concluded that something actually was wrong. The report also cites two professors who claim they 
had previously seen examples of Stapel's data that were "too good to be true". The report concluded that 
Stapel made up data for at least 30 publications. 
An extensive report investigates all of Stapel's 130 articles and 24 book chapters. According to the first 
findings, on the first batch of 20 publications by Stapel, studied by the "Levelt Committee", 12 were 
falsified and three contributions to books were also fraudulent. de Volkskrant reported that the final report 
was due on 28 November 2012, and that a book by Stapel (Ontsporing, "Derailment") was to be released 
around the same time. "We have some 30 papers in peer-reviewed journals where we are actually sure 
that they are fake, and there are more to come," Pim Levelt, chair of the committee investigating Stapel's 
work stated. 
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Famous Cases of Scientific Fraud (According to Goodstein 2010) 
 
 
Piltdown Man: Attempt to prove that life begun in England… (claim missing link between ape and man) 
 
The Piltdown Man was a paleoanthropological hoax in which bone fragments were presented as the 
fossilised remains of a previously unknown early human. In 2016, the results of an extensive scientific 
review established that amateur archaeologist Charles Dawson had very likely perpetrated the hoax. 

 
 
Cyril Burt (heritability of intelligence), 1974 
 identical twins separated at birth 
 invented 33 pairs 
 invented 2 research assistants (for analysing the 33 additional pairs…) 
  
William Summerlin, growing black skin grafts on a white mouse, 1974  
 Edding approach to recoloring mize 
 
Stephen Breuning, the effect of Ritalin, 1987 
 fabricated data 
 NOTE: experiments were made with real patients 
 



© Thomas Plümper 2017 - 2019                                                                              26 
 

Robert Milikan 
 accused of cooking (deletion of cases that does not support desired results) 
 accused of removing his research assistant Fletcher from joint papers 
 

Goodstein: Milikan selected ‘ion drops’ based on perceived reliability, but lied on reliability: Milikan 
 claimed 0.2 percent error, which was 3 percent.  
 
Kumar 1989, multiple sklerosis 

duplicated parts of a picture (Kumar said he was trying to merely produce a more compelling 
picture…) 

 Kumar was fired in 1991  -- a rare event up to that point 
 
Pons and Fleischman, cold fusion 
 Received 30 million $ from Toyota for work on cold fusion 
 wrote 150 papers that remained unpublished (cold fusion was considered pariah research then) 
 in 1989 they claimed to have induced controlled nuclear fusion reactions 
 
 Lewis repeated the experiment, with no results 
 Koonin used theory to explain why Pons and Fleischman’s results are impossible 
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Schoen, Konstanz organic semiconductors, 1997-2004 
 published more than 2 papers in peer reviewed journals per week 
 claimed to have constructed a single-molecule organic transistor  
 fabricated data 
 no raw data files available 
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Scientific Misconduct in the Social Sciences (from Wikipedia) 
 
 
Mart Bax (Netherlands), former professor of political anthropology at the Vrije Universiteit, committed 
multiple acts of scientific misconduct including data fabrication. Bax, who has had two of his publications 
retracted, was found in 2013 to have never published 61 of the papers he listed on his CV.[273][274] 
 
Ward Churchill (US), former professor of ethnic studies at University of Colorado, was accused by a 
University committee of multiple counts of plagiarism, fabrication, and falsification. After the University 
Chancellor recommended Churchill's dismissal to the Board of Regents, Churchill was in 2009 deemed by a 
jury to have been wrongly fired, although the presiding judge declined to reinstate him. In 2010 the 
Colorado State Court of Appeals upheld the judge's decision to not reinstate Churchill, a decision that in 
2012 was upheld by the Colorado Supreme Court. In 2013 the Supreme Court of the United States declined 
to hear Churchill's appeal of the Colorado Supreme Court decision. 
 
Jens Förster (Netherlands, Germany), a social psychologist formerly of the University of Amsterdam and 
the Ruhr-Universität Bochum, fabricated data reported in a number of published papers. An investigating 
committee in 2015 identified in Förster's work data that were "practically impossible" and displayed 
"strong evidence for low veracity." Förster has had three of his publications retracted, and four others have 
received an expression of concern. 
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Bruno Frey (Switzerland), an economist formerly at the University of Zurich, in 2010-11 committed multiple 
acts of self-plagiarism in articles about the Titanic disaster. Frey admitted to the self-plagiarism, terming 
the acts "grave mistake[s]" and "deplorable." 
 
Michael LaCour (US), former graduate student in political science at UCLA, was the lead author of the 2014 
article When contact changes minds. Published in Science and making international headlines, the paper 
was later retracted because of numerous irregularities in the methodology and falsified data. Following the 
retraction Princeton University rescinded an assistant professorship that had been offered to LaCour. 
 
Karen M. Ruggiero (US), former Assistant Professor of Psychology at Harvard University, fabricated NIH-
sponsored research data on gender and discrimination. Ruggiero has had two research publications 
retracted. 
 
Diederik Stapel (Netherlands), former professor of social psychology at Tilburg University, fabricated data 
in dozens of studies on human behaviour, a deception described by the New York Times as "an audacious 
academic fraud." Stapel has had 58 of his publications retracted. 
 
Brian Wansink (US), former John S. Dyson Endowed Chair in the Applied Economics and Management 
Department at Cornell University, was found in 2018 by a University investigatory committee to have 
"committed academic misconduct in his research and scholarship, including misreporting of research data, 
problematic statistical techniques, failure to properly document and preserve research results, and 
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inappropriate authorship." Wansink has had 18 of his research papers retracted (one twice), seven other 
papers have received an expression of concern, and 15 others have been corrected. 
 

Retractionwatch 

 

https://retractionwatch.com/ 
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The Replicability Crisis 
 
 
Estimating the reproducibility of psychological science 
Open Science Collaboration 

Science  28 Aug 2015: 
Vol. 349, Issue 6251, aac4716 
DOI: 10.1126/science.aac4716 

We conducted replications of 100 experimental and correlational studies published in three psychology 
journals using high-powered designs and original materials when available. There is no single standard for 
evaluating replication success. Here, we evaluated reproducibility using significance and P values, effect 
sizes, subjective assessments of replication teams, and meta-analysis of effect sizes. The mean effect size 
(r) of the replication effects (Mr = 0.197, SD = 0.257) was half the magnitude of the mean effect size of the 
original effects (Mr = 0.403, SD = 0.188), representing a substantial decline. Ninety-seven percent of 
original studies had significant results (P < .05). Thirty-six percent of replications had significant results; 
47% of original effect sizes were in the 95% confidence interval of the replication effect size; 39% of effects 
were subjectively rated to have replicated the original result; and if no bias in original results is assumed, 
combining original and replication results left 68% with statistically significant effects. 
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Btw: What is Effect Size? 

 

We transformed effect sizes into correlation coefficients whenever possible. Correlation coefficients have 
several advantages over other effect size measures, such as Cohen’s d. Correlation coefficients are 
bounded, well known, and therefore more readily interpretable. Most important for our purposes, analysis 
of correlation coefficients is straightforward because, after applying the Fisher transformation, their 
standard error is only a function of sample size. Formulas and code for converting test statistics z, F, t, and 
χ2 into correlation coefficients are provided in the appendices at http://osf.io/ezum7. To be able to 
compare and analyze correlations across study-pairs, the original study’s effect size was coded as positive; 
the replication study’s effect size was coded as negative if the replication study’s effect was opposite to 
that of the original study. 
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Why Most Published Research Findings Are False 
 
    John P. A. Ioannidis 
 
PLOS One Medicine 
 
    Published: August 30, 2005 
    https://doi.org/10.1371/journal.pmed.0020124 
 
 
Published research findings are sometimes refuted by subsequent evidence, with ensuing confusion and 
disappointment. Refutation and controversy is seen across the range of research designs, from clinical 
trials and traditional epidemiological studies [1–3] to the most modern molecular research [4,5]. There is 
increasing concern that in modern research, false findings may be the majority or even the vast majority of 
published research claims [6–8]. However, this should not be surprising. It can be proven that most claimed 
research findings are false. Here I will examine the key factors that influence this problem and some 
corollaries thereof. 

  



© Thomas Plümper 2017 - 2019                                                                              35 
 

Claims (mostly unproven) 
 
Corollary 1: The smaller the studies conducted in a scientific field, the less likely the research findings are 
to be true.  
 
Corollary 2: The smaller the effect sizes in a scientific field, the less likely the research findings are to be 
true.  
 
Corollary 3: The greater the number and the lesser the selection of tested relationships in a scientific field, 
the less likely the research findings are to be true.  
 
Corollary 4: The greater the flexibility in designs, definitions, outcomes, and analytical modes in a scientific 
field, the less likely the research findings are to be true.  
 
Corollary 5: The greater the financial and other interests and prejudices in a scientific field, the less likely 
the research findings are to be true.  
 
Corollary 6: The hotter a scientific field (with more scientific teams involved), the less likely the research 
findings are to be true.  
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What to do? 
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What to do? 
 
Manifesto for Reproducible Science: 
 
Protecting against cognitive biases. There is a substantial literature 
on the difficulty of avoiding cognitive biases. An effective 
solution to mitigate self-deception and unwanted biases is blinding. 
In some research contexts, participants and data collectors can be 
blinded to the experimental condition that participants are assigned 
to, and to the research hypotheses, while the data analyst can be 
blinded to key parts of the data. (…) Pre-registration of the study design, 
primary outcome(s) and analysis plan is a highly effective form of blinding 
because the data do not exist and the outcomes are not yet known. 
 
Improving methodological training. Research design and statistical analysis are  mutually  dependent.  
Common  misperceptions,  such as the interpretation of P values31, limitations of null-hypothesis 
significance testing, the meaning and importance of statistical power2,  the  accuracy  of  reported  effect  
sizes,  and  the  likelihood  that a sample size that generated a statistically significant finding will also be 
adequate to replicate a true finding, could all be addressed. 
 
Improving the quality of reporting. Poor usability  reflects  difficulty  in  evaluating  what  was  done,  in  
reusing  the  methodology  to  assess  reproducibility,  and  in  incorporating  the  evidence  into  systematic  
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reviews  and  meta-analyses.  Improving  the  quality  and  transparency  in  the  report-ing  of  research  is  
necessary  to  address  this.  The  Transparency  and  Openness Promotion (TOP) guidelines offer standards 
as a basis for journals and funders to incentivize or require greater transparency in  planning  and  
reporting  of  research. 
 
Promoting Open Science. Open science refers to the process of making the content and 
process of producing evidence and claims transparent and accessible 
to others. Transparency is a scientific ideal, and adding ‘open’ 
should therefore be redundant. In reality, science often lacks openness: 
many published articles are not available to people without 
a personal or institutional subscription, and most data, materials 
and code supporting research outcomes are not made accessible, for 
example, in a public repository (refs 63,64; Box 5). 
Very little of the research process (for example, study protocols, 
analysis workflows, peer review) is accessible because, historically, 
there have been few opportunities to make it accessible even if one 
wanted to do so.     
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Incentives. Publication is the currency of academic science and increases 
the likelihood of employment, funding, promotion and tenure. 
However, not all research is equally publishable. Positive, novel and 
clean results are more likely to be published than negative results, 
replications and results with loose ends; as a consequence, researchers 
are incentivized to produce the former, even at the cost of accuracy40. 
These incentives ultimately increase the likelihood of false 
positives in the published literature71. Shifting the incentives therefore 
offers an opportunity to increase the credibility and reproducibility 
of published results. 
 
 
Or in short: 
 
- debiasing 
- methodology 
- reporting 
- replication 
- robustness tests 
- research design and identification 
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Humans desire certainty, and science infrequently provides it. As much as we might wish it to be 
otherwise, a single study almost never provides definitive resolution for or against an effect and its 
explanation. (…) Scientific progress is a cumulative process of uncertainty reduction that can only succeed 
if science itself remains the greatest sceptic of its explanatory claims. 
 
Nosek and 268 co-authors 2015: 4716-7 
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Chapter 2: Leamer Sensitivity Tests 
 
 
Leamer, Edward E (1978): Specification Searches: Ad hoc Inference with Nonexperimental Data. 
John Wiley & Sons Incorporated. 
 
Leamer, Edward E. 1983: Let's Take the Con Out of Econometrics. The American Economic Review 73 (1): 
31-43. 
 
Leamer, E. (1985). Sensitivity Analyses Would Help. The American Economic Review, 75(3), 308-313. 
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The Analysis of Observational Data is not likely to be Valid  
 
(we discuss the perils of experiments later) 
 
 
 
George Box (1976): “All models are wrong, but some are useful.”  
 
Martin Feldstein (1982: 829): “In practice all econometric specifications are necessarily false models.” 
 
Luke Keele (2008: 1): “Statistical models are always simplifications, and even the most complicated model 
will be a pale imitation of reality.”  
 
Peter Kennedy (2008: 71): “It is now generally acknowledged that econometric models are false and there 
is no hope, or pretense, that through them truth will be found.” 
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Why are “all models wrong”? 
 

  



© Thomas Plümper 2017 - 2019                                                                              44 
 

Why are “all models wrong”? Model Uncertainty 
 
 
- theories are underspecified 
- theories focus on selected one or few causal mechanisms, empirics require a perfectly specified ‘full 

model’ 
- theories often say nothing about the population (that is the limits of relevance) 
- perfect random sampling is (often) impossible 
- treatments are usually not randomized 
- important concepts in theories cannot be observed 
- even if observable, many concepts cannot be measured 
- few theories predict functional forms, few empirical models justify functional form assumptions 
- causality is almost always conditional, empirical models specify few if any conditionalities 
- cases are not independent, but assumed to be… 
- cases are not homogeneous, but assumed to be identical 
- causal mechanism are complex, but assumed to be additive 
 
and so on… 
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The Concept of Sensitivity Tests 
 
 
 
-  a ‘global’ definition of the model space 
 
-  a comprehensive analysis of all permutations of the model or – if that is not possible – a random 

selection of models 
 
-  an extreme bounds analysis as criterion for ‘robustness’ that does neither select nor weight models 
 
-  unweighted (all models are equal) 
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Sensitivity Test Example 1: Levine and Renelt 
 
 
Levine, R. and Renelt, D. (1992). A Sensitivity Analysis of Cross-Country Growth Regressions. American 

Economic Review,  82 (4), pp. 942-963. 
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Results 1 
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Results 2 
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Results 3 
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Levine and Renelt’s Conclusion 
 
 
“Very few economic variables are robustly correlated with cross-country growth rates.” 
 
The few: capital investment, education, trade openness  
 note: capital investment and education are likely to be somewhat endogenous 
 
 
What is wrong? Growth theories or sensitivity tests?  
Or both? 
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Sala-i-Martin Comes to the Rescue of Growth Theories, or didn’t he? 
 
  
Xavier X. Sala-I-Martin. (1997). I Just Ran Two Million Regressions. The American Economic Review, 87(2), 
178-183. 
 
 
 
Change: replace extreme bounds by model averaging 
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© Thomas Plümper 2017 - 2019                                                                              54 
 

Results 
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Sala-i-Martin Conclusion 
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The History of Softening Sensitivity Tests 
 
 
global sensitivity test -> right hand side variable test (but robustness tests remain global) 
 
global rhs test -> Levine – Renelt 1+3+3  (mostly to reduce number of permutations) 
 
extreme bounds -> model averaging (Sala-i-Martin) 
 
unweighted -> weighted (Sala-i-Martin) 
 
 
 
 
Most of these changes were either implemented to increase the number of ‘robust’ variables or did so as a 
sideeffect. 
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What Happens when we replace a Comprehensive Approach by the 1+3+3 Approach? 
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What Happens when we replace a Comprehensive Approach by the 1+3+3 Approach? 
 
If researchers include 20 variables in the sensitivity test the number of possible variable combinations 
results in a bit more than 1 million models (220-1 = 1048575 models to be exact).  
If we instead use the 1+3+3 rule, the number of possible variable combinations reduces the original model 
space to (20-1-3)!/3!(20-1-3-3)! = 560 different models for the variable of interest instead of roughly 1 
million possible specifications.  
 
The difference increases when the number of variables increases.  
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What happens when we replace Extreme Bounds by Model Averaging?  
 
 
“Sala-i-Martin correctly understood the effect of using a less demanding inferential criterion: a more 
lenient robustness criterion identifies more, and potentially many more, variables as ‘robust’. Yet, whether 
robustness tests that rely on Sala-i-Martin’s lenient criterion are more reliable – that is whether they avoid 
more false negatives and false positives – is an entirely different question – a question that Sala-i-Martin 
did not even try to answer.” (Pluemper and Traunmueller, forthcoming) 
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As we reduce the probability of sensitive findings, the number of published sensitivity tests 
explodes 
 
 
economic growth (Levine and Renelt 1992, Sala-i-Martin 1997, Sala-i-Martin et al. 2004, 
Durham 2004, Beugelsdijk et al. 2004, Sturm and de Haan 2005, Reed 2009)  
international financial regulation (Quinn 1997),  
replacement of central bank governors (Dreher et al. 2010)  
IMF credit and lending decisions (Sturm et al. 2005, Moser and Sturm 2011)  
foreign direct investment (Moosa and Cardak 2006), R&D investment (Wang 2010) 
business cycle co-movement (Baxter and Kouparitsas 2005) 
corruption (Serra 2006) 
pollution (Gassebner et al. 2010) 
the curse of oil (Kennedy and Tiede 2013) 
prostitution and human trafficking (Cho et al. 2013), nuclear proliferation (Bell 2015) 
the effect of concealed weapons laws (Bartley and Cohen 1998) 
life satisfaction (Bjørnskov et al. 2008) 
voting in the UN General Assembly (Dreher and Sturm 2012) 
democratization (Gassebner et al. 2013) 
repression (Hafner-Burton 2005) 
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civil war (Hegre and Sambanis 2006) 
terrorism (Gassebener and Luechinger 2011) 
coups (Miller et al. 2016). 
 
 
All the above sensitivity tests rely on Sala-i-Martin’s model averaging to identify ‘robust 
variables’.  
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The Puzzle: Why don’t we know the properties of different sensitivity test specifications???  
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Research Design: Monte Carlo Analysis of Inferential Rules 
 
Elements of MC Experiments 
 
moving elements 
- inferential rules 
- effect strength (coeff. relative to s.d.) 
- correlation structure between ‘determinants’ and ‘confounders’ 
- number of determinants and confounders 
determinants: variables included in the set of regressors included in true model 
confounders: variables included in the set of regressors not included in true model 
 
fixed elements: 
- OLS 
- 1000 observations 
- 1000 estimates per dgp  
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Criterion  
 
 
prob of type-I error  (variables called not robust which are in true model) 
prob. of type-II error  (variables called robust which are not in true model) 
 
As indicator of the reliability of an inferential rule, we compute the probability of false negatives and false 
positives. A ‘false negative’ is a variable that is incorrectly classified as ‘sensitive’ when in fact it belongs in 
the true model specification. Conversely, a ‘false positive’ is a variable that is incorrectly classified as ‘ro-
bust’ when in fact it does not belong in the true model. Therefore, the probability of false negatives is 1 
minus the average number of true positives divided by the number of determinants p. The probability of 
false positives is one minus the average number of true negatives divided by the number of confounders k-
p. 
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Inferential Rules 
 
- extreme bounds 
- same sign 
- 90 percent bound 
 
- Sala-i-Martin model averaging (mean of standard deviations, weighted or unweighted) 
- unweighted model averaging (mean of betas, mean of standard deviation and deviation of betas) 
- Bayesian model averaging (mean of standard deviation and variation of betas, weighted by BIC) 
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Experiment 1: Uncorrelated Confounders 
 

 
  

p=1,k=10  β =.25 β =.5 β =.75 β =1.0 β  
EBA_Leamer p(false -) .870 .540 .180 .020  
 p(false +) .039 .036 .036 .037  
EBA_Sign p(false -) .050 .010 .000 .000  
 p(false +) .927 .916 .907 .901  
EBA_90 p(false -) .040 .000 .000 .000  
 p(false +) .951 .943 .932 .927  
MA_unif p(false -) .840 .520 .150 .020  
 p(false +) .049 .047 .046 .048  
MA_Sala p(false -) .910 .640 .270 .040  
 p(false +) .019 .019 .018 .019  
MA_BIC p(false -) .960 .780 .440 .110  
 p(false +) .004 .006 .006 .006  
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p=5 , k=10  β =.25 β =.5 β =.75 β =1.0 β  

EBA_Leamer p(false -) .862 .558 .222 .046  
 p(false +) .040 .034 .026 .024  
EBA_Sign p(false -) .056 .020 .002 .000  
 p(false +) .916 .874 .822 .774  
EBA_90 p(false -) .036 .012 .000 .000  
 p(false +) .946 .920 .888 .852  
MA_unif p(false -) .834 .498 .170 .024  
 p(false +) .050 .044 .046 .046  
MA_Sala p(false -) .912 .640 .266 .056  
 p(false +) .020 .018 .016 .018  
MA_BIC p(false -) .968 .792 .440 .134  
 p(false +) .006 .004 .004 .006  
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p=9 , k=10  β =.25 β =.5 β =.75 β =1.0 β  

EBA_Leamer p(false -) .863 .581 .263 .070  
 p(false +) .030 .020 .020 .020  
EBA_Sign p(false -) .063 .023 .002 .000  
 p(false +) .890 .830 .730 .630  
EBA_90 p(false -) .040 .014 .001 .000  
 p(false +) .930 .900 .840 .800  
MA_unif p(false -) .834 .500 .178 .030  
 p(false +) .040 .040 .040 .040  
MA_Sala p(false -) .909 .643 .280 .063  
 p(false +) .010 .020 .020 .010  
MA_BIC p(false -) .964 .789 .454 .152  
 p(false +) .000 .000 .010 .000  
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More results 
 
Matter do get worse if we add complications… 
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Main Results 
 
 
1. Lax extreme bounds criteria are inferior to Leamer’s extreme bounds and model averaging. 
 
2. Leamer’s extreme bounds and model averaging rules are reliable if and only if  
 - the determinants exert an almost deterministic effect on the dependent variable 
 - the correlation between determinants and confounders is zero or extremely small 
 - as the number of determinants increases, p(type-I errors) increases 
 - as the number of confounders increases, p(type-II errors) increases 
 
3. For social science data set (and for the set-up of sensitivity tests) the reliability of sensitivity test is poor.  
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Results 
 
Sensitivity tests work reliably if the relation between the variable of interest is strong, almost deterministic 
and unconditional.  
 
They work poorly if not.  
 
Ultimately, the empirical model identified by the sensitivity test will consist of fewer elements than the 
true model. Only the variables that exert the strongest effect, that are largely unconditional and 
uncorrelated with confounders tend to ‘survive’ the sensitivity test. Social scientists should not expect that 
the model suggested by the sensitivity test mirrors the true model.   
 
We find that no inferential rule allows researchers to identify the true model and to reliably formulate 
inferences about regressors. A potential way to make correct inferences from sensitivity tests depends on 
using a strict inferential rule – Leamer’s extreme bounds or Bayesian model averaging – and to exclusively 
make inferences about the variables found to be robust. These are very likely included in the true model. 
Note that the opposite is not the case. Under no circumstances do sensitivity tests allow to reject 
hypotheses.  
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Chapter 3: Robustness Tests for Quantitative Research 
 

 
 

Robustness Tests for  
Quantitative Research 
 

Eric Neumayer and Thomas Plümper 
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The Case for Robustness Tests 
 
 

Empirical researchers do not know the true data-generating process.  
 
When specifying an empirical model they need to make arbitrary assumptions.  
 
Traditionally, empirical researchers have assumed that these assumptions are correct, though of course 
they knew that this assumption was problematic: 
 
 
We shall assume that error terms are uncorrelated with each other and any of the independent 
variables in a given equation. (…) In nonexperimental studies (…) this kind of assumption is 
likely to be unrealistic. This means that disturbing influences must be explicitly brought into the 
model. But at some point one must stop and make the simplifying assumption that variables 
left out do not produce confounding influences. (Blalock 1964: 176) 
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The Case for Robustness Tests 
 
 
 
We interpret model misspecification as model uncertainty.  
 
Robustness tests analyze model uncertainty by comparing a baseline model to plausible alternative model 
specifications.  
 
 
 
RTQR 11:  
 
Rather than trying to specify models correctly (an impossible task given causal complexity), researchers 
should test whether the results obtained by their baseline model, which is their best attempt of 
optimizing the specification of their empirical model, hold when they systematically replace the baseline 
model specification with plausible alternatives. This is the practice of robustness testing. 
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Causes of Model Uncertainty 
 
 
In the social sciences, causes tend to be probabilistic.  
 
The strength of most causal effects is influenced by numerous conditioning factors. As a consequence, the 
effect strength varies across units.  
 
Effects do not necessarily occur contemporenously – human beings can even anticipate the emergence of 
causes and ‘respond’ before the cause occurs.  
 
Non-treated units can be affected by treatments and placebo and nocebo effects occur frequently.  
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Model Uncertainty and Robustness Testing 
 
 
Robustness testing analyzes the uncertainty of models and tests whether estimated effects of interest are 
sensitive to changes in model specifications.  
 
The uncertainty about the baseline model’s estimated effect size shrinks if the robustness test model finds 
the same or similar point estimate with smaller standard errors, though with multiple robustness tests the 
uncertainty likely increases.  
 
The uncertainty about the baseline model’s estimated effect size increases of the robustness test model 
obtains different point estimates and/or gets larger standard errors.  
 
Either way, robustness tests can increase the validity of inferences.  
 
Nosek and 268 co-authors 2015:  
“Robustness testing replaces the scientific crowd by a systematic evaluation of model alternatives.”  
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The Concept of Robustness 
 
 
Robustness is connoted to the behavior of an object under stress and strain. In technical language, 
robustness refers to the ability to tolerate perturbations that potentially affect the object’s functions. In 
order to fall in line with this concept of robustness, we need to answer three questions: 
 
1.  What is the object?  
2.  What is the stress and strain to which we subject the object?  
3.  How can we compute robustness? 
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The Object of Robustness 
 
 
Options: 
 
 
 
- coefficients 
 
- effects 
 
- inferences 
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The Stress… 
 
 
- changes in the set of regressors  
 
- changes in model specifications 
 
- changes in uncertain model specifications 
 
 
Questions:  
 
All permutations or selected single changes in model specification?  
 
Does the robustness tests model need to be plausibly specified or are obvious misspecifications allowed?  
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The Robustness Criterion 
 
 
 
Two options: 
 
- significance 
 
- effects size 
  



© Thomas Plümper 2017 - 2019                                                                              81 
 

What is Robustness?  
 
 
In the literature, robustness has been defined in different ways:  
 
- as same sign and significance (Leamer) 
- as weighted average effect (Bayesian and Frequentist Model Averaging) 
- as effect stability 
 
We define robustness as effect stability.   
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What does Robustness mean? A Look at the Literature 
 
 
Robustness is typically regarded as given by a situation in which estimates from robustness tests do not 
“deviate much” from the estimates of the baseline model.  
 
Scholars see robustness as given when estimates  
“are quite similar” (Bailey and Maltzman 2008: 379) or  
“close” (Gehlbach, Sonin, and Zhuravskaya 2010: 732),  
“results uphold”,  
coefficients remain “substantively similar” (Lipsmeyer and Zhu 2011: 652) or  
“do not change” (Mukherjee and Singer 2010: 50; Hafner-Burton, Helfer and Fariss 2011: 701; Braumoeller 
2008: 86) and thus  
“remain essentially the same”.  
 
Yet, how similar estimates have to be to qualify as ‘fairly similar’, ‘essentially the same’, or ‘close’ is almost 
never operationally defined. 
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Robustness as Significance: Examples 
 
 
For example, in robustness tests for their analysis of the presence of multiple veto players on the credibility 
of monetary commitments, Keefer and Stasavage (2002: 772) find that the “test statistics are significant in 
most cases at the one percent level and in all but one case at the ten percent level of confidence.”  
 
In an analysis of the influence of EU summit decisions on defence policy on the market value of European 
defence companies, Bechtel and Schneider (2010: 219) find that “[t]he coefficient of the summit outcome 
variable (…) remains positive and statistically significant”.  
 
And Nordås and Davenport (2013: 934f.) observe that “the results for youth bulges remain highly 
significant (at the 1% level)” in robustness tests for their analysis of the effect of large youth cohorts on 
state repression. 
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However: Problems with the Significance Criterion for Robustness 
 
 
 
Thomas Plümper and Eric Neumayer: The Concept and Measurement of Robustness, unpub. Manuscript 
 
 
- the combination of an inclusive model space and the extreme bounds causes lots of wrong negatives 
(Pluemper and Traumueller 2017) 
 
- Leamer-robustness fails to assess whether the difference in parameter estimates is itself statistically 
significant. As Gelman and Stern (2006: 328) explain, “a small change in a group mean, a regression 
coefficient, or any other statistical quantity can be neither statistically significant nor practically important, 
but such a change can lead to a large change in the significance level of that quantity relative to a null 
hypothesis.”   
 
- The p-value measures the probability that one would get the estimate or a more extreme estimate under 
the assumption that the null hypothesis is true. Exactly correct p-values depend on the model to be 
guaranteed to be correctly specified and free from bias, which is unattainable in the analysis of 
observational data – hence the need for robustness testing in the first place.  
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The Effect Size Criterion 
 
Some social scientists rely on effect size stability and claim that  
 
“point estimates were very similar” (Stratmann 2006: 794),  
“the estimates hardly move” (Cesarini et al. 2014)  
“estimates are quite similar” (Bailey and Maltzman 2008: 379; Baum 2013: 450),  
“close” (Gehlbach, Sonin, and Zhuravskaya 2010: 732),  
“substantively similar” (Lipsmeyer and Zhu 2011: 652) or  
“essentially the same” and “unchanged” (Mukherjee and Singer 2010: 50; Hafner-Burton, Helfer and Fariss 
2011: 701; Braumoeller 2008: 86).  
 
Yet, the criterion for effect size stability remains undefined: authors often claim robustness of effect size 
estimates without defining what stability means. In practice, therefore, this solution suffers from 
insufficient conceptualization.   
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Advantages 
 
 
- this operational definition of robustness captures the spirit of George Box’s general description of 
robustness as the insensitivity of results to realistic departures from ideal assumptions (Box 1979: 201). It 
measures the insensitivity of estimated effects – given the estimated sampling uncertainty of these effects 
– to departures from the baseline model, which describes ideal assumptions. 
 
- effect similarity is (at least: can be) a continuous measure of robustness, ranging from 0 (complete lack of 
robustness) to 1 (strong robustness) with higher values signalling higher degrees of robustness. 
 
- our definition of robustness is true to the concept of effect size stability in that identical positive and 
negative deviations of the robustness test estimate compared to the baseline model estimate give the 
same degree of robustness. It does not matter for ρ in which direction the robustness test estimate 
deviates. (with significance, robustness becomes conditional to the direction of parameter sensitivity).  
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Robust 0 effects and sensitive significant effects 
 
 
Robustness as effect size allows robust 0 effects.  
 
 
And not robust significant effects: 
Consider two point estimates that are relatively precisely estimated, for example, a baseline model point 
estimate of 10 with standard error 0.2 and a robustness test model estimate of 9 with equally small 
standard error such that ρ is close to zero. The baseline model’s estimated effect size of 10 is indeed not 
robust to the robustness test model. After this robustness test, we are much less confident that the true 
effect size lies in the range of approximately 9.6 to 10.4 than we were based on the baseline model 
estimate alone.  
 
Hence: all (four) combinations of ‘all significant’ y/n and ‘robust’ y/n are possible.  
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But what is “Parameter Stability”?  
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Operational Definition  
 
(Neumayer and Plümper 2017, chapter 4) 
 
 
Robustness is the share of the probability distribution of the robustness test model that falls within the 
(95-percent) confidence interval of the baseline model estimate.  
 
 
think effect size in non-linear or conditional estimates  
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Computation 
 
Assume for simplicity a linear and unconditional model such that coefficients represent effects. Formally, 
let  

( ) ( )2 2ˆ ˆ21ˆ ˆ, ,
ˆ 2

b b b
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f a e
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b σ
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be the probability density function of parameter estimate ßb, which is the point estimate of the effect of 
variable x and σb its standard error. This density function is normally distributed by construction: since 
econometric theory assumes that errors are normally distributed, the probability density function of the 
parameter estimate is also normally distributed. If methodologists make alternative assumptions about the 
error process, a different probability density function for ρ or some transformation of the original equation 
is required.  
As equation 2 suggests, we define the degree of robustness ρ (rho) as the share or percentage of the 
probability density function of the robustness test model that falls within the 95-percent confidence 
interval of the probability density function of the baseline model, which is  
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Again, the probability density function of the robustness test model is assumed to be normally distributed 
by econometric convention.  
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Normality? 
 
 
Fox (1991) argues that the assumption of normally distributed errors appears arbitrary. We disagree for 
two reasons. First, the assumption is not arbitrary but roots in theories of random processes and in 
experiments with stochastic processes. And second, the central-limit theorem proves that, in the limit, the 
sum of random distributions approaches a normal distribution. We therefore know no other general 
assumption about error processes which is as plausible as the normal one. 
 
Yet clearly, if errors are not assumed to be normal distributed in a correctly specified model, the equation 
needs to be adjusted accordingly.  
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Properties 
 

 
  

Table 1: Degree of Robustness for Various Robustness Test Estimates   

 s.e.=0.1 s.e.=0.3 s.e.=0.5 s.e.=0.7 s.e.=1.0 s.e.=1.5 s.e.=2.0 
ß=-0.50 0.000 0.045 0.152 0.216 0.237 0.207 0.171 
ß=-0.25 0.005 0.193 0.295 0.317 0.290 0.227 0.181 
ß=0.00 0.460 0.486 0.468 0.416 0.335 0.243 0.188 
ß=0.25 0.992 0.781 0.615 0.489 0.365 0.253 0.192 
ß=0.50 1.000 0.898 0.673 0.516 0.376 0.256 0.194 
ß=0.75 0.992 0.781 0.615 0.489 0.365 0.253 0.192 
ß=1.00 0.460 0.486 0.468 0.416 0.335 0.243 0.188 
ß=1.25 0.005 0.193 0.295 0.317 0.290 0.227 0.181 
ß=1.50 0.000 0.045 0.152 0.216 0.237 0.207 0.171 

Note: Baseline Model ß=0.50; s.e.=0.25, 95 percent confidence interval 
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Properties 
 
 

 
  

Figure 1: Degrees of Robustness as a Function of the Difference  
in Point Estimates and the Standard Errors of the Robustness Test Model 
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Properties 
 
- symmetry in parameter change 
- complex in change in standard errors 
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Properties 
 

 
 
ρ=0.76  

Figure 1: Example 1 of Degree of Robustness ρ 
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Properties 
 

 
Ρ-0.615 
  

Figure 2: Example 2 of Degree of Robustness ρ 
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Properties 
 

 
Ρ=0.397 

  

Figure 3: Example 3 of Degree of Robustness ρ 

 



© Thomas Plümper 2017 - 2019                                                                              98 
 

Properties 
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This Operational Definition is 
 
- precise 
 
- continuous between 0 and 1 
 
- symmetric in changes in coefficients 
 
- asymmetric in baseline versus robustness tests model 
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Partial Robustness 
 
With non-linear or conditional estimate, robustness ρ becomes  a function.  
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Example for Partial Robustness: CO2 Emissions 
 
 

 
 
 
Btw: economists like to believe that emissions go up when countries grow out of poverty, but decline when 
countries continue to grow. This is a possibility consistent with the data, but so is an increase in emissions 
when countries grow from rich to even richer… Uncertainty of the data is huge beyond 40k per capita 
income and robustness is low below 40k per capita income. 
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Summary and Conclusion 
 
 
We prefer to think about robustness as  
 
- effect size stability, 
 
- continuous between 0 and 1,  
 
- symmetric in effect size 
 
- independent of significance, and  
 
 
 
 
- an important criterion for data analysis and interpretation, but not the only one. 
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Chapter 4: Types of Robustness Tests 
 
 
- model variation test 
 
- randomized permutation test 
 
- structured permutation test 
 
- robustness limit test 
 
- placebo test 
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Type 1: Model Variation Tests 
 
 
Model variation tests change one or sometimes more model specification assumptions and replace with an 
alternative assumption.  
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Model Variation Tests 
 
 
Model variation tests change one or sometimes more model specification assumptions and replace with an 
alternative assumption.  
 
 
Examples:  
 
- change in set of regressors 
 
- change in functional form 
 
- change in operationalization 
 
- change in sample (adding or subtracting cases)  
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Model Variation Tests 
 
 
Strengths:  
 
- easy to motivate 
- easy to interpret 
- easy implication 
 
Weaknesses: 
 
- low power 
- overused 
- often quite boring  
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Type 2: Random Permutation Tests 
 
 
Random permutation tests change specification assumptions repeatedly. Usually, researchers specify a 
model space and randomly and repeatedly select model from this model space.  
 
 
Examples:  
 
- sensitivity tests (Leamer 1978) 
 
- artificial measurement error (Plümper and Neumayer 2009) 
 
- sample split 
 
- attribute aggregation (Traunmüller and Plümper 2017) 
 
- multiple imputation (King et al. 2001) 
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Random Permutation Tests 
 
 
 
Strengths:  
 
- intuitive 
- close to common practice (model averaging, Leamer) 
- multiple uncertainties 
 
Weaknesses: 
 
- computationally costly 
- high probability of clearly misspecified models 
- interpretation 
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Type 3: Structured Permutation Tests 
 
 
Structured permutation tests change a model assumption within a model space in a systematic way. 
Changes in the assumption are based on a rule, rather than random.  
 
 
Examples: 
 
- sensitivity tests (Levine and Renelt) 
 
- jackknife test  
 
- partial demeaning test 
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Structured Permutation Tests 
 
 
Strengths: 
 
- easy interpretation 
 
- demonstrates the dependence of results on marginal differences in assumptions 
 
- computationally undemanding 
 
 
Weaknesses: 
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Type 4: Robustness Limit Tests 
 
 
Robustness limit tests provide a way of analysing structured permutation tests. These tests ask how much 
a model specification has to change to render the effect of interest non-robust. 
 
 
Examples:  
 
- unobserved omitted variables (Rosenbaum 1991) 
 
- measurement error 
 
- under- and overrepresentation 
 
- omitted variable correlation 
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Robustness Limit Tests 
 
 
Strengths:  
 
- informative 
 
- shows dependence of results on assumptions 
 
 
Weaknesses: 
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Type 5: Placebo Tests 
 
 
Placebo tests analyse whether a placebo treatment – one that should not have an effect – is correlated 
with the outcome.  
 
 
Examples:  
 
- clinical experiments 
 
- temporal lags (Folke et al. 2011) 
 
- conditional effects (Gerber and Huber 2009) 
 
- random regressors correlation 
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Placebo Tests 
 
 
Strengths:  
 
- intuitively plausible 
 
- easy to implement 
 
- flexible 
 
 
Weaknesses:  
 
- easy to manipulate 
 
- unclear interpretation when placebo has predicted effect ≠ 0 
 
- predicted effect ≠ 0 should occur randomly 
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Tests in Comparison 
 
 
Arguably, model variation tests are least powerful but most frequently used test.  
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Chapter 5: The ‘How to’ of Robustness Testing 
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Robustness Tests in Four Steps 
 
 
1. Define a model that is, in the researcher’s subjective expectation, the optimal specification for the data-

generating process at hand, i.e. the model that optimally balances simplicity against generality, 
employing theory, econometric tests and prior research in finding it. Call this model the baseline model.  

 
2. Identify assumptions made in the specification of the baseline model which are potentially arbitrary and 

that could be replaced with alternative plausible assumptions.  
 
3. Develop models that change one of the baseline model’s assumptions at a time. These alternatives are 

called robustness test models.  
 
4. Compare the estimated effects of each robustness test model to the baseline model and compute the 

estimated degree of robustness. 
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The Baseline Model 
 
 
 
Information to consider 
 
- theory, theory, theory 
 
- prior empirical research / model specifications 
 
- error structure  
 
- econometric test results (some are more informative than others…) 
 
 
While there may not be an optimal baseline model, there must be a best one.  
  



© Thomas Plümper 2017 - 2019                                                                              120 
 

Model Uncertainty 
 
 
 
Empirical models need to make assumptions about 
 
- population 
- sampling 
- concepts, operationalization, and measurement 
- explanatory variables 
- functional form 
- causal heterogeneity and conditionality 
- parameter stability over time 
- leads and lags 
- dynamics 
- (in-) dependence of cases 
 
Most of these assumptions (perhaps all) are uncertain.  
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Specifying Robustness Tests 
 
 
- do not select robustness tests according to the results they get! 
 
- do not waste your time on selecting the tests which the baseline model most likely passes! 
 
 
- select the most informative type of robustness test. For example random and structured permutation 

tests are more informative than model replacement tests. Limit tests (Rosenbaum bounds) may be more 
informative than permutation tests, but that may depend 

 
- specify the tests so that it maximizes information 
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Compute the Level of Robustness 
 
 
We do not advocate the use of ‘robustness thresholds’. Instead we prefer a continuous measures.  
 
Note, however, that the critical value for ρ is definitively NOT 0.95 or 0.90, but rather 0.05. We refer to 

0.05<ρ<0.4 as weekly robust effects.    
  



© Thomas Plümper 2017 - 2019                                                                              123 
 

Types of Robustness Tests (once again) 
 
 
- model variation test 
 
- randomized permutation test 
 
- structured permutation test 
 
- robustness limit test 
 
- placebo test 
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Chapter 6: Examples 
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Example 1: Population and Sample Uncertainty 
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Why are Populations and Samples Uncertain? 
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Why are Populations and Samples Uncertain? 
 
Populations are defined as the set of cases for which a theory is supposed to make valid predictions.  

Note: empirical models (models of the data generating process) and populations determine each 
other.  

 
- the reach of theories and thus the boundaries of a population remain uncertain 
 (does welfare state theories apply to non-OECD countries?) 
- the plausible empirical model depends on the definition of the population, but to an uncertain extent 
 
-> inclusion of irrelevant cases 
-> exclusion of relevant cases 
 
Samples are a subset of the population that results from a sampling algorithm 
 
- non-random selection 
- imperfect random selection 
 -> over- or underrepresentation of parts of the population 
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Population Boundary Uncertainty 
 
 
Example: 
 
Earthquake mortality.  
 
Earthquakes can be deadly, but they need not be.  
The population boundary question in relation to quakes is: 
 
What the lowest possible magnitude for earthquakes to potentially kill?  
-> To which magnitude do we have to exclude earthquakes from the population?  
-> Note that the number of earthquakes is a function of their magnitude, the higher the magnitude the 
fewer earthquakes occurs.  
-> There are almost a thousand of minor earthquakes (magnitude 2 or lower) every day. These quakes can 
be measured but are usually not felt at the surface of the earth.   
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Does it matter? 
 
 
The population boundaries matter because the inclusion of cases/observations where treatment cannot 
possibly have an effect (because no relevant effect occurs) influence parameter estimates/effect sizes.  
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Population Boundary 5 versus 6 
 

 
  

Table 3: Population Boundary Test 

 

m1 
baseline 

 

m2 
quakes >=6 
on Richter 

rho 

max quake magnitude 0.00577 0.00235 0.994 
 (0.00489) (0.00247)  
magnitude population density 3.68e-05** 9.65e-05 0.263 
 (1.72e-05) (7.11e-05)  
minimum focal depth -0.00106 -0.0185 0.398 
 (0.00727) (0.0135)  
democracy -2.369*** -1.942** 0.839 
 (0.770) (0.987)  
per capita income (ln) -0.595*** -0.400* 0.869 
 (0.218) (0.206)  
population (ln) 0.547** 1.015*** 0.486 
 (0.235) (0.196)  
lack of corruption  -0.173 0.469 0.422 
 (0.290) (0.373)  
quake prop. in more corrupt countries -0.00318 -0.000727 0.547 
 (0.00195) (0.00439)  
quake prop. in less corrupt countries -0.00770*** -0.00990*** 0.663 
 (0.00164) (0.00229)  
p-value χ2 test propensity corrupt  
vs non-corrupt  

0.008 0.001  
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Outlier (as defined by Hilbe: standardized deviance residuals>2) Elimination  
 

 
  

Table 4: Outlier Elimination Test 

 

m1 
baseline 

 

m3 
‘outliers’ 
excluded 

rho 

max quake magnitude 0.00577 0.00645*** 1.000 
 (0.00489) (0.00171)  
magnitude population density 3.68e-05** 4.01e-05*** 1.000 
 (1.72e-05) (8.81e-06)  
minimum focal depth -0.00106 0.00244 0.879 
 (0.00727) (0.00851)  
democracy -2.369*** -2.366*** 0.999 
 (0.770) (0.458)  
per capita income (ln) -0.595*** -0.543*** 0.986 
 (0.218) (0.167)  
population (ln) 0.547** 0.712*** 0.999 
 (0.235) (0.0925)  
lack of corruption  -0.173 -0.405* 0.945 
 (0.290) (0.211)  
quake propensity in more corrupt 

 
-0.00318 -0.00339*** 1.000 

 (0.00195) (0.000953)  
quake propensity in less corrupt countries -0.00770*** -0.00791*** 1.000 
 (0.00164) (0.000897)  
p-value χ2 test propensity corrupt vs non-
corrupt  

0.008 
 

0.000 
 

 

Observations 698 174  
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Stratification Test (Sampling) 
 

 
  

Table 5: Stratification Tests 

Over-sampling of developing country observations. 

 mean std.dev. min max 
quake propensity in corrupt countries -0.0033 0.0004 -0.0041 -0.0024 
 standard error 0.0013 0.0001 0.0010 0.0016 
quake propensity in non-corrupt countries -0.0083 0.0004 -0.0090 -0.0072 
 standard error 0.0017 0.0001 0.0014 0.0018 

 

Under-sampling of developed country observations. 

 mean std.dev. min max 
quake propensity in corrupt countries -0.0033 0.0002 -0.0037 -0.0027 
 standard error 0.0015 0.0001 0.0014 0.0017 
quake propensity in non-corrupt countries -0.0088 0.0008 -0.0101 -0.0068 
 standard error 0.0021 0.0001 0.0019 0.0024 
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Jackknife Robustness Test 
 
 
The jackknife robustness test is a structured permutation test that systematically excludes one or more 
observations from the estimation at a time until all observations have been excluded once. With a ‘group-
wise jackknife’ robustness test, researchers systematically drop a set of cases that group together by 
satisfying a certain criterion – for example, countries within a certain per capita income range or all 
countries on a certain continent. 
 
In the example, we analyse the effect of earthquake propensity on quake mortality for countries with 
democratic governments, excluding one country at a time. We display the results using per capita income 
as information on the x-axes. 
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Jackknife Robustness Test 
 
 

 
 
Upper and lower bound mark the confidence interval of the baseline model.  
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Example 2: Concept Validity and Measurement 
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Why does Concept Validity and Measurement Validity matter? 
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Why does Concept Validity and Measurement Validity matter? 
 
 
In order to be subjected to empirical analysis theoretical concepts need to be  
 
- defined 
- operationalized  
- measured, counted or quantified.  
 
 
 
Each step may be subject to error.   
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A Brief Introduction to Concept, Definition and Operationalization 
 
 
Concepts are theoretical constructs which represent building blocks of beliefs.  
The core concepts of theories require a definition which helps determine whether an observed or imagined 

phenomenon belongs to a concept.  
 
 
For example, a democracy is a pluralist political system in which no single agent controls outcomes and in 

which a majority exerts a larger influence on outcomes as a minority. This relation between majority 
and outcomes is clearer in direct democracies than in representative democracies, in which the political 
representation of the citizens can in principle deviate from the majority will.   
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A Brief Introduction to Measurement 
 
 
Measurement is a term used both narrowly and broadly. In a broad definition, any activity that leads to 
quantification counts as measurement. Example: Happiness is measured by a survey.  
 
In a narrow definition, measurement requires a measurement unit, a measurement scale, and a measure-
ment instrument. For example, one can measure the distance between points A and B in meters, defined 
as  
 
The meter is the length of the path travelled by light in vacuum  
during a time interval of 1/299 792 458 of a second. 
 
Depending on what we want to measure (and with how much precision we want to measure it) we may 
also just take a tape measure or a ruler.  
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3 Types of ‘Measurement’ (broadly defined) 
 
 
- measurement (narrowly defined) 
- count  
- quantification  
 
 
A quantification puts a number on a definition.  
 
See, for example, Likert scales. 
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Problems 
 
All quantifications come with error. The error can be large or small, but it is unlikely to be zero. 
 
Generally, measurement (narrowly defined) and counts are more reliable than quantifications. The 

reliability of counts depends on the numbers counter and on the precision of the operational definition.  
 
 
 
According to a narrow definition of measurement, no social science concept is measured.  
 
Or do you know one??? 
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Measurement Error Injection Test 
 
 
The measurement error injection test can be specified as randomized permutation test, structured 
permutation test, or robustness limit test. We conduct it as randomized permutation for an analysis of the 
influence of quake propensity on mortality.  
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Results: Measurement Error Injection Test 
 
 

 
 
Upper and lower bound mark the confidence interval of the baseline model.  
Permutations are sorted according to the size of the point estimate.  
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Example 3: Explanatory and Omitted Variables 
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Why are Omitted Variables a Problem? 
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Rosenbaum Bounds for Regression Analysis 
 
Rosenbaum (2002) developed this technique for the analysis of confounders in matched data.  
However, the idea works just as well for regression analyses.  
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Keele on Rosenbaum Bounds: 
 
 
“Rosenbaum’s method of sensitivity analysis relies on the sensitivity parameter Γ that 
measures the degree of departure from random assignment of treatment. Two subjects with the same  
observed characteristics may differ in the odds of receiving the treatment by at most  
a factor of Γ.  In a randomized experiment, randomization of the treatment ensures that  
Γ = 1. In an observational study, if Γ = 2, and two subjects are identical on matched  
covariates then one might be twice as likely as the other to receive the treatment  
because they differ in terms of an unoberved covariate (Rosenbaum 2005).  While values of Γ are  
unknown, we can try several values of Γ and see if the conclusions of the study change. 
If after we have matched, the result is free of hidden bias from an unobserved confounder then the  
probability, πj that unit j receives the treatment is only a function of the covariates xj that  
describe unit j. There is hidden bias if two units with the same values on x have differing  
chances of receiving the treatment.” 
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Neumayer and Plümper on Rosenbaum 2002 
 
 
Rosenbaum (1991, 2001) develops his idea of the bounds of hidden bias based on the example of the 
effect of smoking on lung cancer. His analysis draws on two previous works: Cornfield, Haenszel, 
Hammond, Lilienfeld, Shimkin, and Wynder (1959) were the first to use the logic of a bounds test. In an 
argument worth citing despite its convoluted English, they claim (p. 194): “If an agent, A, with no causal 
effect upon the risk of a disease, nevertheless, because of a positive correlation with some other causal 
agent, B, shows an apparent risk, r, for those exposed to A, relative to those not so exposed, the 
prevalence of B, among those exposed to A, relative to the prevalence among those not so exposed, must 
be greater than r. Thus, if cigarette smokers have 9 times the risk of nonsmokers for developing lung 
cancer, but this is not because cigarette smoke is a causal agent, but only because cigarette smokers 
produce hormone X, then the proportion of hormone X-producers among cigarette smokers must be at 
least 9 times greater than that of nonsmokers. If the relative prevalence of hormone X-producers is 
considerably less than ninefold, the hormone X cannot account for the magnitude of the apparent effect.”  
 
Based on this logic, the authors came to conclude that the evidence for smoking causing cancer is “beyond 
reasonable doubt”, just as a Study Group appointed by the National Cancer Institute, the National Heart 
Institute, the American Cancer Society, and the American Heart Association had proclaimed two years 
prior.  
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The second study on which Rosenbaum relies is an analysis of matched pairs (Hammond 1964). This 
analysis identified 36,975 heavy smokers and nonsmokers who were (almost) identical in respect to age, 
race, nativity, residence, occupational exposure to dust and fumes, religion, education, marital status, 
alcohol consumption, sleep duration, exercise, nervous tension, use of tranquilizers, current health, history 
of cancer and heart disease, stroke, and high blood pressure. Of these pairs 12 nonsmokers and 110 heavy 
smokers died of lung cancer. The lung cancer mortality rate among heavy smokers was thus below 0.3 
percent (p=0.002975), but still more than 9 times higher than the lung cancer mortality among 
nonsmokers, which stood at 0.000325. The probability that the gap is random if we had a perfect random 
draw from a population was 0.0001.  
 
Rosenbaum combines both methods into what he calls a sensitivity test. He asks by how much an 
unobserved lung cancer propensity factor of heavy smokers has to exceed that of non-smoking individuals 
to render the causal effect of smoking statistically insignificant.  
 
Rosenbaum (2001: 114) concludes: “To attribute the higher rate of death from lung cancer to an 
unobserved covariate u rather than to an effect of smoking, that unobserved covariate would need to 
produce a sixfold increase in the odds of smoking, and it would need to be a near perfect predictor of lung 
cancer.”  
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Robustness Test based on Rosenbaum Bounds 
 
 
- estimate a baseline model 
- compute an artificial omitted variable with a fixed variance and a defined correlation with the outcome.  
- start with a small correlation 
- estimate the robustness test model 
- use 1000 random draws of the artificial ‘confounder’  
 
- compute another artificial omitted variable with the same variance and a higher correlation with the 
outcome.  
- start with a small correlation 
- estimate the robustness test model 
- use 1000 random draws of the artificial ‘confounder’  
 
and so on until the inclusion artificial confounder is not longer robust, or become insignificant. 
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Rosenbaum Bounds 
 
The Rosenbaum bounds technique can be used for all situations in which some properties of the model 
misspecification are known.  
 
Examples include (but are not limited to) 
 
- omitted variables 
- measurement error 
- functional form 
-   
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Between-Variation Test 
 
 
The between-variation test stepwise eliminates between-variation potentially correlated with unobserved 
variables with constant effects. This test provides evidence over the robustness of estimates to gradually 
de-meaning variables.   
 
As an example, we use the effect of pre-tax income inequality on income redistribution.   
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Between-Variation Test 
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Example 4: Functional Form 
 
 
 
The functional form test examines the baseline model’s functional form assumption against a higher-order 
polynomial model. The two models should be nested to allow identical functional forms. 
 
 
The functional form is usually unknown so that researchers rely on the ‘linearity by default’ assumption.  
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What does ‘linearity by default’ mean? 
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What does ‘linearity by default’ mean? 
 
 
In linear models, linearity by default implies that there is a linear relation between x’s and y as these 
variables are measured.  
 
In non-linear models, linearity by default implies a non-linearity as assumed by the likelihood function.  
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A Reminder 
 
 
In part 1, we discussed three variants for changing the ‘by default’ assumption: 
 
- a transformation of at least one variable 
- a polynomial model 
- semi-parametric estimation approach 
 
Consequences:  
 
- all the above techniques allow researchers to deviate from the ‘by default’ assumption determined by the 
variable measurement and the choice of estimator 
 
- in linear models, these techniques allow for non-linearity given measurement 
- in non-linear models, these techniques allow for non-linear deviation from the likelihood function, but 
also for linear functional form (though of course this maybe unlikely to happen, this result can be 
generated in Monte Carlo analyses, however). 
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Environmental Kuznets Curve 
 
As an example, we analyse the ‘environmental Kuznets curve’ prediction, which suggests the existence of 
an inverse u-shaped relation between per capita income and emissions.   
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Note: grey-shaded area represents confidence interval of baseline model 
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Results 
 
 
If we do not constrain the functional form, there is no decline in CO2 emissions as per capita income 
increases.  
 
Findings are robust above 35k $. However, the predictive power of the model beyond 50k $ is small if we 
believe that the first and second polynomials are potentially correctly specified.  
 
The results are very robust through the entire distribution if we discard the first- and second-order polyno-
mial.   
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Example 5: Multiple Imputation Test  
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Why are Missings a Problem? 
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Why are Missings a Problem? 
 
 
Unsystematic missings reduce efficiency but not bias. The problem is minor (depending on the remaining 
information, of course). 
 
But missings are unlikely to be unsystematic.  
 
 
survey research: non-response  
 
international data: very poor, very small, and pariah countries 
 
census data: very rich, very mobile individuals 
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What can be done? Potential Solutions 
 
- do nothing 
- linear imputation 
- structural equation models 
- proxy variables 
- multiple imputation 
  
 
There is little disagreement on ‘best option’, but: do nothing is the worst strategy… 
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Some Literature 
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The Robustness Test Approach to Missings 
 
 
Robustness tests to missings do not rely on a single imputation. Just like with multiple imputation, missings 
are repeatedly imputed. Unlike the multiple imputation strategy, results are bot averaged over 
imputations.  
Instead: the robustness of final results based on all plausible imputations is explored. 
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Table 6: Multiple Imputation Test 

 

m1 
baseline 

 

m4 
missings 
imputed 

rho 

max quake magnitude 0.00577 0.0170*** 0.357 
 (0.00489) (0.00445)  
magnitude population density 3.68e-05** 3.04e-05* 0.955 
 (1.72e-05) (1.56e-05)  
minimum focal depth -0.00106 -0.00692 0.961 
 (0.00727) (0.00476)  
democracy -2.369*** -1.704*** 0.990 
 (0.770) (0.363)  
per capita income (ln) -0.595*** -0.499** 0.932 
 (0.218) (0.214)  
population (ln) 0.547** 0.650*** 0.993 
 (0.235) (0.145)  
lack of corruption  -0.173 0.00237 0.891 
 (0.290) (0.309)  
quake propensity in more corrupt 

 
-0.00318 -0.00423*** 0.996 

 (0.00195) (0.00104)  
quake propensity in less corrupt countries -0.00770*** -0.00819*** 0.912 
 (0.00164) (0.00182)  
p-value χ2 test propensity corrupt vs non-
corrupt  

0.008 
 

0.043 
 

 

Observations 698 1,288  

Note: Dependent variable is earthquake fatality. Negative binomial estimations. 

Constant not reported. Standard errors clustered on countries in parentheses.  

* statistically significant at .1, ** at .05, *** at .01 level. 
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Stata Code to compute rho  
 
scalar  coeff_b=0.5 
scalar  se_b=0.25 
scalar lb_b= coeff_b -invnormal(0.975)*se_b 
scalar ub_b= coeff_b +invnormal(0.975)*se_b 
scalar coeff_r=1.50 
scalar se_r=1.0 
*normalization 
scalar lb1=lb_b/se_r 
scalar ub1=ub_b/se_r 
scalar lb2=lb1-(coeff_r/se_r) 
scalar ub2=ub1-(coeff_r/se_r) 
scalar ubd=normal(ub2) 
scalar lbd=normal(lb2) 
scalar robustness=ubd-lbd 
di "Estimated degree of effect robustness is: " robustness 
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Chapter 7: Robustness as Criterion: The Case of Attribute Aggregation 
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Expert Disagreement Over Attribute Aggregation  
 
Richard Traunmüller 1 and Thomas Plümper 2 
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Expert Disagreement Over Attribute Aggregation 
 
 
 

Experts tend to overestimate the influence of expert disagreement on attribute aggregation. 
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Expert Disagreement Over Attribute Aggregation 
 
 
 

Experts tend to overestimate the influence of expert disagreement on attribute aggregation. 
We show that estimated effect sizes are largely robust to changes in the weights of attributes.  
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Main Findings  
 
1. The more an expert judgement deviates from the baseline, the lower the robustness of 
estimation results for the different variant of the unidimensional proxy of the multidimensional 
construct.  
2. This effect is strongly conditioned by the correlation of attributes: As the correlation of 
attributes becomes smaller, the relevance of expert judgements increases.  
3. This effect is weakly conditioned by the homogeneity of correlations: As this homogeneity 
declines, the influence of expert disagreement on the sensitivity of results increases.  
4. Expert disagreement on attributes aggregation becomes less relevant as the number of 
individual components increase (ceteris paribus).  
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The Structure of this Presentation 
 
 
Monte Carlo Evidence 
Empirical Example: Determinants of Religious Discrimination 
Final Thoughts 
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MC Design 
 
We randomly draw variables (attributes) and aggregate them into a composite index, using 
N=100 draws from a multivariate normal distribution where we set the variable means to zero 
and the standard deviations to one. The composite index is then used as regressor in a very 

simple regression with i i iy xα b ε= + + .  
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Moving Elements 
 
- the correlations between attributes 
- the variation in this correlation 
- the number of attributes 
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How we Measure ‘Expert Disagreement’  
 
Baseline: Equal Weights 
Alternative Aggregation Rules: Permutations of Weights 
 
How we Measure ‘Robustness’ 
The Share of the Probability Density Distribution of Beta given the robustness test model that 
lies within the 95-percent confidence interval of the baseline model’s estimate of Beta.  
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Experiment 1: Homogeneous Correlations 
 
Figure 1: The Robustness of Estimation Results Depends the Deviation of Weights from Equal Weights, but this Effect is Negligibly Weak when 
Attributes are Highly Correlated 

 
Results are averaged across S=1000 simulated data sets. The disagreement with equal weights is calculated from the variance between 𝑤𝑤1, 𝑤𝑤2, 
and 𝑤𝑤3. It equals zero if all three components are given equal weight and reaches its maximum (here .222) if the weighting scheme only 
includes one of the three variables with a weight of one.  
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Experiment 2: Heterogeneous Correlations 
Figure 2: Weighting schemes and Robustness of Inferences Depend on Asymmetry Correlations between Attributes.   

 
Results are averaged across S=1000 simulated data sets. The disagreement with equal weights is calculated from the variance between 𝑤𝑤1, 𝑤𝑤2, 
and 𝑤𝑤3. It equals zero if all three components are given equal weight and reaches its maximum (here .222) if the weighting scheme only 
includes one of the three variables with a weight of one.  
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Experiment 3: Number of Attributes 
 

 
Figure 3: The Number of Items Decreases the Disagreement with Equal Weights and Increases the Robustness of Inferences.   

 
Results are averaged across S=1000 simulated data sets. The disagreement with the equal weights baseline is calculated as the variance 
between 𝑤𝑤1, 𝑤𝑤2, … 𝑤𝑤𝐾𝐾 and equals zero, if all  components are given equal weight.  
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Example: Determinants of Religious Discrimination 
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The Replicated Model  
 

 

Table 1: Replication Results of Fox and Flores (2009) 
 Est. SE 

Intercept -21.18 8.55 
Constitution: Religious Freedom -1.89 2.66 
Constitution: No Discrimination -0.13 1.68 

Constitution: Separation -3.03 1.73 
Majority Catholic -1.58 2.76 

Majority Orthodox 18.23 3.48 
Majority Other Christian -4.70 2.51 

Majority Islam 3.16 2.76 
Ethnic Diversity -1.31 4.83 

Log GDP per capita 2002 4.40 1.46 
FoxPolity 2002 -1.19 0.15 

Change in Polity 2002 0.04 0.04 
Log Population 5.96 1.21 

R2 .61  
N 143  
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Robustness to Alternative Weighting Schemes: Experts 
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Robustness to Alternative Weighting Schemes: Expert-based Randomization 
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Robustness to Alternative Weighting Schemes: Randomization 
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Findings 
 
 
- compared to the effect of fully randomized weights, the effect of expert 
disagreement remains moderate 
 
- the robustness of estimated effects to changes in the weighting scheme is generally 
high 
 
- the variance of expert weights has little influence on estimated effects 
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Conclusions 
 
Findings are only sensitive to expert disagreement if the correlation of attributes is so 
small, that the concept of interest should not be reduced to a single dimension. 
 
In other words: if expert disagreement appears to matter, the dimensionality of the 
core concept is reduced beyond the feasible. 
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Future Projects 
 
 
- dimensions reduction by covariance-based algorithms 
 
- robustness of experimental designs 
 
- Bayesian priors 
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Chapter 8: Identification and Causal Inference 
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Counterfactual Thinking… 
 
 
The basic notion of the potential outcome framework is to cast causal questions in terms of counterfactual 
“what if” statements: 
 
Instead of asking questions like: 
Does X cause Y? 
If X causes Y, how big is the effect of X on Y? 
 
It encourages us to ask: 
 
What if an individual with X had instead had Z, how would the outcome have changed? 
 
 
 
Note that regression analysis allow us to compute counterfactuals (see slides on effects).  
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The Idea of Perfect Causal Inference 
 
 
Option a) If we randomize treatment in a sample large enough that all relevant properties are extremely 
likely to be equally distributed in treatment and control group (make it infinitely large), and if sample 
resembles the population (which is given if both groups are infinitely large, otherwise random sampling 
gets close if N is large enough), and let the treatment be identical to the concept of interest.  
 
Option b): observe the outcome of the same case (which has properties identical to the population) at the 
same time both given and not given treatment.  
 
Both options are impossible to achieve.  
 
 
 
Whenever a paper claims to have causality identified perfectly the author either does not understand 
causality, or lies, or both.  
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The Ideology of Identification and Causal Inference 
 
 
Identification approaches come in different degrees of radicalism:  
 
 
 
In the most radical perspective, scholars argue that no causal statement can be formulated without the 
experimental manipulation of the cause.  
 
In the most widely accepted perspective, scholars argue that means of achieving homogeneity between 
treatment and control group allow causal inferences.  
 
 
It is also generally accepted that internal validity is more important (or logically first) than external validity.  
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Validity 
 
 
 
“Validity is the extent to which a concept, conclusion or measurement is well-founded and 
corresponds accurately to the real world. The word "valid" is derived from the Latin validus, 
meaning strong. The validity of a measurement tool (for example, a test in education) is 
considered to be the degree to which the tool measures what it claims to measure; in this case, 
the validity is an equivalent to accuracy.” (Wikipedia) 
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The Three Pillars of Validity 
 
 

Concept Validity 
 
 
Concept, Operationalization, Measurement 
 
Concept validity is given if the empirical ‘treatment’ is identical to the theoretical concept of interest, if the 
operationalization is identical to the concept, and if the measurement is valid.  
 
 
Construct validity is the approximate truth of the conclusion that your operationalization accurately 
reflects its construct.  
In translation validity, you focus on whether the operationalization is a good reflection of the construct. 
This approach is definitional in nature -- it assumes you have a good detailed definition of the construct 
and that you can check the operationalization against it.  
In criterion-related validity, you examine whether the operationalization behaves the way it should given 
your theory of the construct. This assumes that your operationalization should function in predictable ways 
in relation to other operationalizations based upon your theory of the construct.  
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Internal Validity 
 
 
The estimate of an average effect based on a sample of cases is valid for all cases in the sample.  
 
 
In order to achieve this goal, causal heterogeneity needs to be small and conditionality absent or precisely 
modelled.  
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External Validity 
 
 
The estimate of an average effect based on a sample of cases is valid for all cases in the population.  
 
 
Condition: Sample properties identical to population properties.  
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Example 1: CESS Lab Experiment in Oxford 
 
 
Concept validity: at best uncertain, but very likely absent since lab treatments do not resemble real 
treatments.  
 
Internal validity: usually assumed to be perfect, because treatment is randomized. However, there is no 
guarantee that the average treatment effect is valid for all participants. In fact, there is no guarantee that 
the average treatment effect is valid for a single participant.  
 
External validity: absent unless the population of interest is identical to a self-selected group of Oxford 
students, which is unlikely.   
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Example 2: Regression Analysis of Observational Data 
 
 
Concept Validity: clearly depends on concept, observability, existence of measurement instrument, 
measurement scale, and unit. Usually low.  
 
Internal validity: depends on absence of bias in the estimate (quality of model specification) and 
homogeneity of sample. Usually low or worse.   
 
External validity: depends on knowledge of population, sampling strategy, existence of information that 
allows random sampling. Alternative: convenience sample which is close to population (all cases…). Often 
borderline alright, never perfect.  
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Example 3: Survey on Electoral Outcomes 
 
 
Concept validity: not great, as participants may lie in surveys, survey questions are often imprecise, and 
participants interpret survey questions (and reality) differently.  
 
Internal validity: interestingly, we are often interested in mean effects, not their validity for the sample, 
hence heterogeneity is part of the research.  
 
External validity: depends on clever stratification strategy and a pretty stable world. Not great, but lucky 
hits are possible.  
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Some Definitions 
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The Fundamental Problem of Causal Inference 
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Estimation 
 
 
gives the average treatment effect plus: 
 

  
 
Plus of course selection bias if the sample differs from the population plus some effects of random 
deviations of the sample errors from the assumed standard normal distribution.  
 
But these two issues never disappear, so identificationists do prefer to ignore these issues.  
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Other Issues Assumed Away: Stable Unit Treatment Assumption 
 
 
SUTVA 
 

 
 
In medicine: the influence of Aspirin on headache is independent from other individuals’ intake of Aspirin.  
 
In social sciences: the influence of higher education on income is independent of else attends university.  
 
Clearly: I am willing to buy the SUTVA in medicine, in the social sciences it usually does not hold.  
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SUTVA 
 
Also ASSUMES that causal effects are unconditional.  
 
“SUTVA implies that the potential outcomes for a given unit do not vary with the treatments assigned 
to any other unit, and that there are not different versions of treatment (Rubin 1978). SUTVA is a 
complicated assumption that is all too often ignored.” (Sekhon, Opium for the Matches” 
 
 
 
Another bummer… 
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Heckman on Assumptions made by Identification Approaches 
 
SUTVA and Strong Ignorability (SI) are especially unappealing assumptions. 
 
SUTVA “precludes social interactions and general equilibrium effects, and so precludes the 
evaluation of large scale social programs. The SI assumption, by ruling out any role for unobservables in 
self selection, justifies matching by assuming away any interesting behavior of the agents being studied.”   
 
Identification approaches rely on “implicit assumptions  that  are  stronger and less  tenable than statistical 
assumptions.” 
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Problems so far:  
 
 
- ignores selection bias, 
 
- ignores sampling distribution and inefficiency, 
 
- ignores spatial dependence, 
 
- ignores conditionality.  
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More issues: Homogeneity 
 
 

  
Making all the above assumptions and ignoring bias, and by assuming constant effects, all problems are 
reduced to a simple difference in the properties of the treatment versus the control group. 
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Some more Definitions 
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The Experimental Gold Standard 
 
Now that we have reduced all potentially existing problems to a single one by assuming the other 
problems do not exist, we finally understand why experiments are considered to be the gold standard:  
 
 

 
 
 
… at least if the number of participants approach infinity.  
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Many steps Back 
 
How do we try to achieve independence in observational studies? 
 

 
 
 
Meaning: if we specify the model correctly, all variables are independent of the outcome.  
Call this conditional independence.  
 
Note: it is understood that the conditional independence assumption is violated.   
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Chapter 9: Matching 
 
 
Jasjeet S. Sekhon, 2009: Opiates for the Matches: Matching Methods for Causal Inference 
Annual Review of Political Science 12:1, 487-508. 
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Matching 
 
Wiki:  
 
“Matching is a statistical technique which is used to evaluate the effect of a treatment by comparing the 
treated and the non-treated units in an observational study or quasi-experiment (i.e. when the treatment 
is not randomly assigned).”  
 
Ups no: matching is a technique that aims at making the properties of the treated group and the control 
group more similar (or identical) after treatment. 
 
The goal of matching is, for every treated unit, to find one (or more) non-treated unit(s) with similar 
observable characteristics against whom the effect of the treatment can be assessed. By matching treated 
units to similar non-treated units, matching enables a comparison of outcomes among treated and non-
treated units to estimate the effect of the treatment reducing bias due to confounding. 
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Proceedings 
 
 

 
 
Comments:  
 
1) A model is required on which observations are ‘matched’.  
 
2) This is basically an algorithm that defines how similar (given the model) is similar enough.  
 
3) This usually checks the degree of similarity on the dimensions included in the model.  
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Distance Measure… 
 
 
Clearly, if you know on which model to match treated to control observations, you also have a model that 
you can estimate.  
 
Or the other way round: If you cannot avoid confounders in a regression analysis, you also cannot match 
on the right model.  
 
 
 
At the very best: matching translates parametric methods into non-parametric methods. 
 
What is lost in translation is efficiency and external validity.  
What is won is an increase in independence from functional forms.  
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Matching Algorithms 
 
 
There are numerous matching algorithms, simply because roughly every other econometrician suggested 
one.  
 
In principle, however, one can distinguish algorithms along four simple dimensions:  
 
- exact matching (match on observed values) versus propensity score matching  (match on predicted 
treatment) 
 
- number of dimensions on which cases are matched 
 
- definition of similarity 
 
- exact sampling versus oversampling 
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Upon Closer Inspection 
 
Mahalanobis distance (Cochran and Rubin 1993, Rubin 1979, 1980),  
Kernel density matching 
nearest neighbor (based on the propensity score) (Rosenbaum and Rubin 1983)  
 
Mahalanobis distance between any two column vectors is: 
 ( ) ( ) ( ){ }1/ 21

i j i j i jmd X , X X -X ' X -XS −=  
where S is the sample covariance matrix of X.  
 
Propensity Score Matching 
matching on the probability that an observation is assigned to treatment with  
( ) { }x Pr D=1 X=xp ≡  

The propensity score is obtained by a probit or logit regression of the treatment variable on the control 
variables.  
 
Nearest neighbor matching resembles the most similar case design used in qualitative research.  
 
Kernel matching, which is also based on the propensity score, uses a smoothed weight to match 
observations.  
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Kernel Matching 
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Some more Algorithms… 
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Exact Matching versus Propensity Score Matching 
 
 
Propensity score matching estimates a score of the variables in the model. Thus, the model estimates the 
aggregate effect of the ‘confounders’ included in the model.  
 
  
Exact matching seeks to identity pairs of sufficiently similar cases, one in the treatment group, one in the 
control group.  
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Number of Variables 
 
 
Identification scholars are occasionally generous to themselves and use very few variables on which cases 
are matched. Matching remains biased unless the model on which is matched is the true model of 
confounders (that is true model minus the treatment).  
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Definition of Similarity 
 
 
In an ideal world, each case in the treatment group has an exact twin in the control group.  
 
In the dirty practice of matching, cases are often considered to be similar enough if the propensity score 
varies by up to 10 percent of the total predicted range.  
 
 
In exact matching, the questions also is what is accepted as identical and how many dimensions can be 
‘off’.  
In an ideal world… see above   
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Oversampling 
 
 
Many sampling algorithms allow that one case is matched with more than one case of the other group.  
 
 
Matching with replacement does produce the lowest conditional bias (Abadie and Imbens 2006).  
 
 
 
Note: oversampling has severe consequences for external validity.  

  



© Thomas Plümper 2017 - 2019                                                                              228 
 

The Overlap Condition 
 
 

 
 
Which cases can be matched? 
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The ‘Matching’ Corridor 
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Example 1: Do Union Members Earn More?  
 
Bryson, A. (2002). The union membership wage premium: an analysis using propensity score matching. 
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Example 1: Do Union Members Earn More?  
 
 
Strange question 1: If union members earned more for being a union member, everybody would be a 
union member unless the membership fees exceed the aggregated wage premium. 
 
Strange question 2: In PE I teach that employers expand wage agreements with unions to all employees to 
minimize or eliminate individual incentives for their employees to join a union. As a consequence, unions 
offer private benefits for membership (ie legal advice, insurances…) 
 
 
Apparently, the paper was never published, so let’s see what goes on…  
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Argument 
 
 
 
A second possible source of bias in the estimates of union membership effects on wages is the potential 
endogeneity of union status if membership is governed by a selection process. Following Farber (2001), 
there are two possible selection processes. The first is ‘worker choice’ in which workers only choose 
membership if the union wage is greater than the wage available to the individual outside the union. It is 
often assumed that workers with a lower underlying earning capacity have more to gain from membership 
than higher quality workers, in which case this selection process will understate the union wage premium. 
The second selection process arises through ‘queuing’ since not all workers desiring union employment can 
find union jobs (see Bryson and Gomez, 2002 for empirical validation of this model in Britain). Under this 
model, union employers may choose the best of the workers among those desirous of a union job. This 
employer selection implies a positive bias in the union premium but, a priori, it is not clear whether this 
bias is greater or less than the negative bias implied by worker selection. Either way, if there is endogenous 
selection the membership mark-up estimated using standard cross-sectional regression techniques ‘can be 
interpreted as the average difference in wages between union and non- union workers, but it cannot be 
interpreted as the effect of union membership on the wage of a particular worker’ (Farber, 2001: 11). 
Causal inference is problematic because, where workers who become members differ systematically from 
those who do not become members in ways which might affect their earnings independent of 
membership, we cannot infer the non-union wage for union members simply by comparing union 
members’ wages with those of non- members.  
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But is matching a safeguard against endogeneity??? 
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Results 
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Caveat 
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Let’s look at the controls 
 
Our choice of variables is informed by previous empirical work (Bryson and 
Gomez, 2002) and the theory underpinning the worker choice and queuing models of 
membership. Variables entering the model are demographics (age, gender, marital status, 
health, ethnicity, qualifications), job-related (occupation, nature of contract, hours worked, 
gender segregation), workforce composition (by age, gender, occupation, hours worked), 
workplace (size, activity, industry, ownership, location) and local labour market conditions. 
Although our linked employer-employee data provide much of the requisite information, it is 
arguable that we are missing some data. For example, we have no data on motivation which, 
it has been argued, is positively correlated with membership and the desire to invest in 
workplace-specific human capital, thus raising wages (Budd and Na, 2000). Our data set 
does contain workplace tenure and the amount of employer-provided training undertaken, 
both of which may be correlated with this tendency. However, because these variables may 
be influenced by membership itself, and are thus endogenous with respect to membership, 
their incorporation in the estimation of the propensity score could undermine the 
interpretability of estimated effects (Heckman, LaLonde and Smith, 1999). They are 
therefore excluded from our estimates. Although the absence of data on motivation may 
violate the conditional independence assumption, the absence of workplace tenure and 
employer-provided training would only bias our estimates if they influenced both 
membership and wages. It is certainly the case that longer workplace tenure is independently 
associated with higher earnings (Appendix Table 1). 
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My take on this… 
 
 
I see no theoretical reason to expect major differences in pay between union members and non-union 
members. Therefore, I find it plausible that after matching, the observed paygap disappears.  
However, as I will show later, the paper makes a few wrong claims about ‘matching controlling for 
endogeneity’ and it is rather unclear on the precise matching algorithm.   
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Example 2: DFG-Funding 
 
 
 
Figure 1: Pre-Matching Density of Propensities for Funded and Unfunded Individuals 
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Figure 2: Post-Matching Density of Propensities for Funded and Unfunded Individuals 
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Example 3: Colon Cancer Mortality in US Hospitals 
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Conclusion 
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Example 4: A Matching Algorithm for the Gender Pay Gap 
 
 
Let’s develop a matching research design…  
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Is Matching a good Idea? 
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Is Matching a good Idea? 
 
 

 
 

  

Table 1: Changes in the Number of Observation 

  Mahalanobis Kernel  Nearest Neighbor 
 reg. ATT  ATE  ATT  ATE  ATT  ATE  
N Bias       
40 0.0008 0.1204 0.2003 0.0786 0.2178 0.4289 0.2178 
70 0.0039 -0.2137 -0.1449 0.0171 -0.1309 -0.0769 -0.1309 
100 -0.0016 -0.0332 -0.0573 -0.0318 0.0141 -0.0035 0.0141 
200 0.0118 0.0206 0.0142 -0.0614 -0.0166 -0.0497 -0.0166 
500 0.0008 0.0055 -0.0010 -0.0557 0.0102 -0.0087 0.0102 
N RMSE       
40 0.4177 0.5539 0.4882 0.4391 0.4971 0.6490 0.4971 
70 0.3109 0.4352 0.3681 0.3618 0.3783 0.4419 0.3783 
100 0.2396 0.3213 0.2841 0.2619 0.2867 0.3256 0.2867 
200 0.1791 0.2319 0.2013 0.1887 0.2081 0.2347 0.2081 
500 0.1090 0.1449 0.1198 0.1170 0.1324 0.1463 0.1324 

Settings: corr(t,x)=0.1, SD(x)=1, R=1000, t/ut=40/60 
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Is Matching a good Idea? 
 
 

 
  

Table 2: Changes in the Relative Size of the Treated and the Untreated Group 

  Mahalanobis Kernel  Nearest Neighbor 
 reg. ATT  ATE  ATT  ATE  ATT  ATE  
t/ut Bias       
10/90 -0.0122 0.0699 -0.1109 -0.2025 0.3468 0.1418 0.3468 
20/80 0.0014 -0.0119 -0.1469 -0.0807 -0.0234 -0.0399 -0.0234 
30/70 -0.0241 -0.1344 -0.1493 -0.0115 0.0848 0.0604 0.0848 
40/60 -0.0259 -0.0232 -0.0371 -0.0721 -0.0249 -0.0344 -0.0249 
50/50 0.0060 -0.1159 -0.0317 -0.0140 0.0013 0.0301 0.0013 
t/ut RMSE       
10/90 0.6058 0.8418 0.6190 0.6285 0.7737 0.9077 0.7737 
20/80 0.2858 0.4024 0.3446 0.2945 0.3403 0.3589 0.3403 
30/70 0.2744 0.3525 0.3303 0.2763 0.3355 0.3577 0.3355 
40/60 0.2453 0.3102 0.2762 0.2611 0.2864 0.3266 0.2864 
50/50 0.2517 0.3204 0.2762 0.2593 0.2888 0.3339 0.2888 

Settings: corr(t,x)=0.1, SD(x)=1, N=100, R=1000 
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Is Matching a good Idea? 
 
 

 
 

  

Table 3: Changes in the Standard Deviation of Confounding Factors 

  Mahalanobis Kernel  Nearest Neighbor 
 reg. ATT  ATE  ATT  ATE  ATT  ATE  
s.d.(x) Bias       
0.5 0.0003 -0.0079 -0.0114 -0.0489 -0.0934 -0.0182 -0.0934 
1 0.0172 -0.0502 -0.3013 -0.0654 -0.4066 0.0251 -0.4066 
2 -0.0124 -0.0888 -0.2721 0.0455 -0.4906 0.1700 -0.4906 
3 -0.0471 -0.0540 -0.2054 -0.0401 0.3441 -1.0629 0.3441 
4 -0.0163 -0.3839 -0.2619 -0.5049 -0.2732 0.1444 -0.2732 
s.d.(x) RMSE       
0.5 0.2001 0.2875 0.2359 0.2052 0.2649 0.2842 0.2649 
1 0.3336 0.4272 0.4581 0.3501 0.5432 0.4503 0.5432 
2 0.5858 0.8095 0.7276 0.6152 0.8712 0.8447 0.8712 
3 0.9011 1.2638 1.0309 0.9005 1.1549 1.4884 1.1549 
4 1.3335 1.8936 1.6804 1.3899 1.6129 1.8130 1.6129 

Settings: corr(t,x)=0.1, N=100, R=1000, t/ut=20/80 
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Is Matching a Good Idea? 
 
 
Not really:  
 
If the model one has is good, matching is useless, if the model is bad, matching maxes bias and reduces 
inefficiency. 
 
 
Yes, some matching algorithms are better than others…but they do not improve on regression models.  
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Michael Miller on Matching 
 
 

1. matching does not fix endogeneity or omitted variable bias (the way that randomization does) and is 
no more a “causal inference” method than regression… but political scientists are acting as though it 
is 

2. matching is at least equally, perhaps more susceptible to opportunistic model choices that inflates 
the false positive rate 

3. we should view matching as a response to a particular problem (viz., that control variables enter the 
DGP in a way not amenable to parametric approximation) and test for that problem before using 
matching 
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Justin Esary on Matching 
 
 
I would be thrilled if we just stopped calling matching procedures “causal inference” and started calling 
them… you know, matching. That’s a pretty modest goal, and one that I don’t think will put any assistant 
professors out of work.  
 
https://politicalmethodology.wordpress.com/2013/07/25/matching-madness-causal-inference-in-political-
methodology/  
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Requirements 
 
 
- causal homogeneity 
 
- a good model 
 
- a large sample 
 
- a balanced sample 
 
 
and a strong prior against ‘naïve’ regression analysis… 
  



© Thomas Plümper 2017 - 2019                                                                              254 
 

Who still uses Matching? 
 
 
- nobody in political science (because of Sekhon’s Opiates paper) 
 
 
But: psychologist, economists… 
 
 
 
 
 
 
But then, it seems to be coming back because one needs to kill the undead twice, at least. 
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Chapter 10: Regressions Discontinuity 
 
 
 
Guido W. Imbens, Thomas Lemieux, Regression discontinuity designs: A guide to practice, In Journal of 
Econometrics, Volume 142, Issue 2, 2008, Pages 615-635, ISSN 0304-4076. 
 
David S. Lee and Thomas Lemieux: Regression Discontinuity Designs in Economics, Journal of Economic 
Literature 48 (June 2010):  281–355 
 
Hahn, J., Todd, P., & Van der Klaauw, W. (2001). Identification and estimation of treatment effects with a 
regression-discontinuity design. Econometrica, 69(1), 201-209. 
 
Eggers, A. C., Fowler, A., Hainmueller, J., Hall, A. B., & Snyder Jr, J. M. (2015). On the validity of the 
regression discontinuity design for estimating electoral effects: New evidence from over 40,000 close 
races. American Journal of Political Science, 59(1), 259-274. 
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Wikipedia says… 
 
In statistics, econometrics, political science, epidemiology, and related disciplines, a regression 
discontinuity design (RDD) is a quasi-experimental (…) design that elicits the causal effects of interventions 
by assigning a cutoff or threshold above or below which an intervention is assigned. By comparing 
observations lying closely on either side of the threshold, it is possible to estimate the average treatment 
effect in environments in which randomization is unfeasible. 
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Add some more Wishful Thinking 
 
 
Despite the absence of an experimental design, a RDD can exploit exogenous characteristics of the 
intervention to elicit causal effects. If all students above a given grade—for example 80%—are given the 
scholarship, it is possible to elicit the local treatment effect by comparing students around the 80% cut-off: 
The intuition here is that a student scoring 79% is likely to be very similar to a student scoring 81%—given 
the pre-defined threshold of 80%, however, one student will receive the scholarship while the other will 
not. Comparing the outcome of the awardee (treatment group) to the counterfactual outcome of the non-
recipient (control group) will hence deliver the local treatment effect. 
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A More Balanced View 
 
 
One important impetus behind this recent flurry of research is a recognition, formalized 
by Jinyong Hahn, Petra Todd, and van der Klaauw (2001), that RD designs require 
seemingly mild assumptions compared to those needed for other nonexperimental 
approaches.  
 
Another reason for the recent wave of research is the belief that the RD design is not “just another” 
evaluation strategy, and that causal inferences from RD designs are potentially more credible than those 
from typical “natural experiment” strategies (e.g., difference-in-differences or instrumental variables), 
which have been heavily employed in applied research in recent decades.  
 
This notion has a theoretical justification: David S. Lee (2008) formally shows that one need not assume the 
RD design isolates treatment variation that is “as good as randomized”; instead, such randomized 
variation is a consequence of agents’ inability to precisely control the assignment 
variable near the known cutoff.  
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The Idea in a Nutshell 
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Unidimensional Strict Discontinuity 
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The ‘Causal’ Effect in a Regression Analysis 
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The ‘Causal Effect’ in a Discontinuity Design 
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Functional Complications 
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Causal Effect in a Regression Analysis 
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Causal Effect with Radical Assumptions on Functional Form 
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Less Constrained Assumption about Functional Form 
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Causal Effect with Tight Discontinuity Assumptions 
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Causal Effect with Lax Discontinuity Assumption 
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Example 1: Who Wins Elections? IS there an Incumbent Advantage? 
 
in majoritarian elections with two candidates (assumed…). 
 
 
Why RDD design? 
 
Candidates are not identical.  
 
Therefore, comparing candidates that win by a margin to candidates that lose by a margin makes 
candidates comparable and eliminate the differences between candidates.  
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The Selection Logic 
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Eggers et al.  
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But does it? 
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But does it? 
 
 
It clearly does not: 
 
The assumption would be plausible if (and only if) district were identical:  
 
- however, a Democrat losing by 1 percent in Texas 13th district is not identical to a Democrat losing at a 
margin of 1 percent in New York’s 15th district (the Bronx).  
 
- in Texas 13th losing by 1 percent would be an unexpected huge success, in New York losing by 1 percent 
would be an awful defeat.  
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Other findings: 
 
Jason Snyder (2005) shows that in U.S. House elections between 1926 and 1992, incumbents won a 
disproportionate share of very close races.   
 
Caughey and Sekhon (2011) investigate this further and show among other things that winners in close U.S. 
House races raise and spend more campaign money.   
Grimmer et al. (2012) show that U.S. House candidates from the party in control of state offices, such as 
the governorship, secretary of state, or a majority in the state house or state senate, hold a systematic 
advantage in close elections. 
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Eggers: Best Practice 
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Egger et al Conclusion 
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Regression Discontinuity Designs Make Assumptions and the Results depend on these 
Assumptions 
 
 
Regressions discontinuity designs require selection by ‘nature’, not by design.  
 
For example:  
 
University accession by test: fine 
 
University accession by committee decision: not good 
 
 
 
Causal effects are usually more credible near the cutoff.  
This often leads to a severe drop in observations and thus efficiency: Limiting the estimation of average 
causal effects to the subset near the threshold yields less bias, bot more uncertainty in the estimates (since 
we use less data). 
 
Limiting the estimation of average causal effects to the subset near the threshold delivers credible 
inference for that particular subset, but may be uninformative for units outside that subset. 
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A Robustness Test for Bandwidth (Lee and Lemieux) 
 
 

  



© Thomas Plümper 2017 - 2019                                                                              279 
 

Lee & Lemieux: The Polynomial meets the Bandwidth 
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Dynamic Confounders and Causal Mechanisms: An Ignored Issue 
 
 
In many RD designs, a significant amount of time lapses between the occurrence of the discontinuity, and 
the effect.  
 
Example:  
 
university admission test -> lifetime income 
 
imperial boundary -> social outcomes 
 
previous election outcomes -> recent election outcomes 
 
 
Even if selection is random at t0, there often is plenty of time for things to evolve differently. At least, the 
causal mechanism remains unclear: do universities increase lifetime income (on average of individuals 
close to the acceptance/rejection discontinuity) because students learn something or because they receive 
a certificate?   
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Conclusion 
 
 
Regression discontinuity designs work well if they work, but they fail to convince in many research areas. 
 
- requirement: absence of selection by deciders at the discontinuity (selection by nature) 
Campbell and Stanley (1963): The RD design is “very limited in range of possible applications.” 
  
 
Robustness:  
 
- functional form 
 
- bandwidth 
 
 
 
 
 
cost: (severe) decline in external validity 
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Chapter 11: Identification by Instruments 
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Wikipedia  
 
 
In statistics, econometrics, epidemiology and related disciplines, the method of instrumental variables (IV) 
is used to estimate causal relationships when controlled experiments are not feasible or when a treatment 
is not successfully delivered to every unit in a randomized experiment. Intuitively, IV is used when an 
explanatory variable of interest is correlated with the error term.  
 
A valid instrument induces changes in the explanatory variable but has no independent effect on the 
dependent variable, allowing a researcher to uncover the causal effect of the explanatory variable on the 
dependent variable. 
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The Problem 
 
 
Estimates are biased if the variable of interest, x, is correlated with the covariance of the error and the 
dependent variable.  
 
Call the variance of x which uncorrelated with the error exogenous part of x, the variance which is 
correlated with the error is called the endogenous part of x. 
 
 
The estimate of the ‘effect of x’ would be unbiased if we could  
 
- drop the endogenous part of x,   
- add a variable to the regressors that accounts for the endogenous part of x,  
- find a proxy of x which is identical to the endogenous part of x but uncorrelated with the endogenous 
part of x, or  
- find an instrument which is uncorrelated with the endogenous part of x and perfectly correlated with the 
exogenous part of x.  
 
 
The instrument solution, thus, is in principle identical to the proxy solution… We get substantively identical 
estimates if we replace x but the proxy or if we use the ‘proxy’ as instrument for x.  
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Wishful Thinking 
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IV for Omitted Variables 
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A Perfect Instrument: Three Conditions  
 
 
Is valid if it is uncorrelated with u. This remains unknown. If it was known, we could just drop the 
covariance of x and u.  
 
More generally, internal validity of iv estimates requires that the instrument is uncorrelated with any 
model misspecification.  
 
Is strong if it is perfectly correlated with the exogenous part of x.   
 
Identifies the effect of x on y if the instrument is uncorrelated with y after accounting for the true effect of 
x.  
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In Reality 
 
 
i) Instruments are often weak, which leads to inefficient estimates.  
 
ii) Instruments cannot be proven to be uncorrelated with the errors.  
 
iii) The exclusion restriction remains dubious.  
 
 
 
ii) and iii) are justified theoretically. Usually, authors claim that instruments are independent of y. and that 
is it… 
 
 
i) does not seem to bother many authors, though i) leads to the results that instrumental equation models 
do not estimate the coefficient of interest, but one of many different local effect.  
 
This allows researchers to obtain the estimate that supports their hypothesis.  
 
-> Instruments are instruments for verifying hypotheses.   
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Instruments: The Basic Idea 
 
 

 
 

  

Figure 1: A Simple Model of IV Estimates 
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Instruments: Why Weak Instruments Estimate Partial Effects 
 
 

 
  

Figure 2: IV Model with More than One Instrument 
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Instruments: Bias Through Additional Model Misspecifications 
 
 

  

Figure 3: A Simple Model of IV Estimates 

 

 

 

 

 

 

 

 

exogenous 
part of x (xx) 
_____________ 
 
endogenous 
part of x (xn) 

instrument z outcome y 



© Thomas Plümper 2017 - 2019                                                                              293 
 

Example: Institutions and Growth 
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The Problem According to Acemoglu et al. 
 
 
 
Institutions -> Economic Development and Growth 
 
Economic Growth -> Choice of Institutions 
 
 
Endogeneity 
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The ‘Settler Mortality’ Logic 
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…so what? 
 

 
  



© Thomas Plümper 2017 - 2019                                                                              297 
 

IV Results 
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First Stage 
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Second Stage 
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What have we learned? 
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What have we learned? 
 
 
We have learned that ‘settler mortality’ times -0.6 has roughly the same conditional correlation with per 
capita income in the late 20th century than protection of property rights.  
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Problems according to Albouy 
 
- significant coding inconsistencies 
- endogeneity of settler mortality rates (depends on ‘living conditions’ i.e. per capita income) 
- dubious imputation (on neighbours) 
 
 
correcting these errors leads to sensitive estimates! 
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What is wrong with Instruments?  
 
 
The argument of Acemoglu et al goes like this:  
 
 
“The validity of our 2SLS results in Table 4 depends on the assumption that settler mortality in the past has 
no direct effect on current economic performance.” (Acemoglu et al. 1388) 
 
This, in their view, identifies the causal effect of institutions (as predicted by settler mortality)  on per 
capita income.  
 
However, state 1 does not ‘identify’ the effect of settler mortality on institutions. Thus, the estimated 
effect of settler mortality on property right is biased by numerous factors that happen to covary with the 
covariance of settler mortality and property rights.  
 
And these other factors may easily explain per capita income.  
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The Limited ‘Validity’ of the Settler Mortality IV Estimate:  
 
 
Q1: Does per capita income in 2000 influence settler mortality in the 19th century?  
 
Q2: Does high settler mortality ‘impede’ a transfer of political institutions to colonies?  
 
Q3: Are political institutions so persistent that the correlation of political institutions through the entire 
20th century is high?  
 
Q4: Does settler mortality determine political institutions in the 20th century or do political institutions 
depend on other influences, too? If so, do other influences have identical covariance structure with per 
capita income as settler mortality?  
 
Q5: Is settler mortality linked to per capita income through mechanisms other than political institutions? If 
so, are these other channels controlled in stage 2 of the IV model?   
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Chapter 12: Lab Experiments 
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The Gold Standard? 
 
“Randomized, controlled designs (RCD) are rightly called the “gold standard”. (…) In a RCDs, we create a 
test so that one explanation necessarily disconfirms the other explanation.  
 
The main weapon in our search for truth is control group designs.  Using control groups, we test a product 
or program (called the “treatment”) against a group that doesn’t get whatever the treatment is. 
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What makes an RCT? 
 
1. There is a treatment to be studied. (like a program, a drug, or a medical procedure) 
 
2. There is a control condition. Sometimes, this is a group that doesn’t’ get any treatment at all. Often it is 
a group that gets some other kind of treatment, but of a different kind or smaller amount. 
 
3. Environmental factors can either be sufficiently controlled or the sample is so large that one can assume 
that environmental factors are balanced through randomization. 
 
4.  The participants must be randomly assigned to treatment or control groups.  
 
5. There must be carefully defined outcome measures, and they must be measured before and after the 
treatment occurs. 
 
6. The treatment effect is unconditioned by environmental factors.   
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Implicit Assumptions 
 
 
- randomization perfectly balances treatment and control group 
 
- the treatment given is a perfect ‘clone’ of the real world treatment 
 
- behaviour in the lab does not differ from real behaviour 
 
- causal mechanisms in reality do not differ from lab mechanisms 
 
- the pre-treatment and the post-treatment condition can be observed at the right time 
 
- ‘measurement’ of conditions occurs for all participants at the same time  
 
- lab timing is consistent with real world timing   
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Concept Validity 
 
 
Lab experiments try to mirror some real world behaviour. However, for participants, neither the lab 
situation nor the treatment resembles a real world situation.  
 
Accordingly, it is unlikely that lab experiments can ever achieve concept validity. In other words, the 
parameter of interest may be identified, but it cannot be transferred to reality.  
 
 
This problem is extremely likely in social science experiments. 
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Behavior in the Lab Mirror Real Behavior 
 
 
If actors adjust their behaviour because the know they participate in an experiment, results cannot be 
transferred validly to real world situations. 
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Causal Mechanisms in the Lab resemble Real World Mechanisms 
 
 
Problematic: many experiments ignore causal mechanisms but interpret the treatment as mechanism.  
 
However, an Aspirin differs from the mechanism with which an Aspirin influences the reception of pain.  
 
 
This would perhaps be acceptable, if lab behavior would not be given an interpretation. These 
interpretations can be plain wrong.   
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Perfect Randomization 
 
 
Balancing of treatment and control group does depend on randomization alone:  
 
It crucially depends on the number of observations and the frequency that the least frequent relevant 
factor occurs.  
 
The number of observations should be at least 50 times the frequency with which the least frequent 
‘confounder’ occurs.  
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Causal Mechanisms in Reality do not Differ from Lab Mechanisms 
 
 
But they do… 
 
- learning 
 
- communication 
 
- joint (group) decisions 
 
- institutions rules 
 
- conditionality 
 
- causal heterogeneity 
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Observing Outcomes 
 
 
It is not difficult to observe outcomes in labs.  
 
However, ‘effects’ have a functional form. Thus, the timing of measurement affects the size of the 
observed causal effect.  
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Example 1: Altruistic Behaviour 
 
 
 
Fehr, E., Bernhard, H. and Rockenbach, B., 2008. Egalitarianism in young children. Nature, 
454(7208), pp.1079-1083. 
 
Winking, J. and Mizer, N., 2013. Natural-field dictator game shows no altruistic giving. 
Evolution and Human Behavior, 34(4), pp.288-293. 
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Fehr et al.  
 
 
“For this reason, we conducted experiments with young children that enabled us to measure 
other-regarding preferences such as inequality aversion. In the context of our experiments, 
inequality aversion pre-vails if subjects prefer allocations that reduce the inequality between 
themselves and their partner, regardless of whether the inequality is to their advantage or 
disadvantage.” 
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Designs 
 
In the ‘prosocial’ treatment, the subject could choose between the allocation (1,1)—that is, 1 for himself, 1 
for partner—and the allocation (1,0). This treatment measures some elementary form of prosociality, 
because by choosing (1,1) the subject can at no cost to himself deliver a benefit to the partner and, thus, 
avoid advantageous inequality. In principle, the choice of (1,1) can be driven by the equality motive or by a 
motive to increase the partner’s payoff or both parties joint payoff. 
 
In the ‘envy’ treatment, the subject could choose between (1,1) and (1,2). Here again, it is possible to 
deliver a benefit to the partner at no cost, but the choice (1,2) leads to disadvantageous inequality for the 
decision maker. Thus, if an individual just wants to increase the partner’s or the joint payoff, he should 
choose (1,1) in the prosocial treatment and (1,2) in the envy treatment. In contrast, if the equality motive 
drives behaviour in these two conditions, the subject chooses (1,1) in both treatments, thus avoiding the 
unequal allocations (1,0) in the prosocial treatment and (1,2) in the envy treatment. 
 
In a third condition, the ‘sharing’ treatment, the subject could choose between (1,1) and (2,0). This 
treatment measures a strong form of inequality aversion because the provision of a benefit for the partner 
is costly for the subject. Selfish children should therefore never make the egalitarian choice in this 
treatment, indicating that the choice of (1,1) unambiguously suggests an other-regarding preference. The 
sharing treatment also enables us to measure altruism as defined by evolutionary biology because sharing 
implies a costly transfer of a valued resource to another individual. 
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Results 
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Results 
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Interpretation 
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Really? 
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Are Lab Experiments that find altruistic Behavior Valid? 
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Design 
 
 
Condition 1: giver walked away immediately, no observation, no instructions 
 
Condition 2: giver instructed recipient to share with somebody else, no observation 
 
Condition 3: written instructions, two envelops ‘keep’ and ‘give’, observation  
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Results 
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Interpretation 
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Lab Results and Socially Desirable Response Patterns 
 
 
Altruism occurs because it is supported by a social norm, not be genetic predisposition. 
 
Altruism in children develops between the age of 3 and 6 because of training effects. Children learn which 
behaviour is socially desired.   
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What’s wrong with Lab Experiments? 
 
Lab experiments generates results which (in 50 percent of the studies in psychology) can be replicated in 
lab experiments. Among these 50 percent that can be replicated, some share is unlikely to be replicable 
outside the lab in real world situations. 
 
Experiments are often not internally valid and even less likely to be externally and conceptionally valid.   
 
Experimental results need to be interpreted, with experimental design leaving more than one 
interpretation (causal mechanism) open.  
 

  



© Thomas Plümper 2017 - 2019                                                                              328 
 

 

Chapter 13: Field Experiments 
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The Idea according to Wikipedia 
 
 
 
 
“A field experiment applies the scientific method to experimentally examine an intervention in the real 
world (or as many experimentalists like to say, naturally occurring environments) rather than in the 
laboratory. Field experiments, like lab experiments, generally randomize subjects (or other sampling units) 
into treatment and control groups and compare outcomes between these groups. Field experiments are so 
named in order to draw a contrast with laboratory experiments, which enforce scientific control by testing 
a hypothesis in the artificial and highly controlled setting of a laboratory. Often used in the social sciences, 
and especially in economic analyses of education and health interventions, field experiments have the 
advantage that outcomes are observed in a natural setting rather than in a contrived laboratory 
environment. For this reason, field experiments are sometimes seen as having higher external validity than 
laboratory experiments.” 
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Wikipedia 
 
 
whoever the author is, claims external validity where in fact concept validity is meant. 
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Field Experiments 
 
-  
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Field Experiments: Relative Strengths and Weaknesses according to Revise Sociology 
 

 
  



© Thomas Plümper 2017 - 2019                                                                              333 
 

How Experimenters want us to think about Validity of Experiments 
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1 History has happened 
 
 
Many research questions in the political economy of development are linked  to  historical  events  rather 
than  to abstract  propositions.  For example, what was the  effect  of  the  2004  tsunami  on  conflict  in 
Southeast Asia? How did the French Revolution affect thinking on human rights? For such historical 
questions, the explanatory variable is fixed in time and not subject to randomization. 
 
 
Many of the most interesting and important research questions cannot be addressed by field experiments.  
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2 Power 
 
For   most   experimental   treatments, large numbers of units are required to generate precise estimates. 
For some questions, however, the number of units is sharply constrained by the subject of study.  
 
 
This is a gentle way of saying that ‘treatments’ that can be manipulated often have so small and weak 
effects, that overconfident significance tests are required to obtain ‘significant results’.  
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Attributes 
 
 
Some explanatory variables of interest are attributes of subjects and cannot be manipulated without 
altering the subjects themselves (Holland 1986).  
 
 
 
A euphemism for saying that social science is not the right application for field experiments?  
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3 Field Experiments do not need to be realistic 
 
 
In some  cases, how a treatment is assigned may itself be a relevant  feature  of  the  treatment  (Rubin  
1986). It is likely  to  be  of  particular  importance  for the strategic interactions examined in political 
Economy settings. For example, a message provided to a voter may have a different effect if the 
voter knows a politician strategically targeted him or her to receive that message than if it was 
randomly assigned. In such cases, randomization produces a treatment that is qualitatively different from 
the treatment of interest in the world. 
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4 Treatments of Interest cannot be randomized 
 
Many political processes and attributes are likely to remain (and likely ought to remain) unavailable for 
experimental manipulation: whether governments are authoritarian or democratic, whether regions 
secede, whether governments launch brutal counterinsurgency campaigns, whether a given individual 
adopts a given set of preferences, etc. 
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The True Problems are Different 
 
 
1. Most relevant treatments cannot be randomized. 
 
2. If treatments can be randomized, the variance of a treatment is often limited (concept validity, 
functional form?).  
 
3. Proving treatments in the field does not guarantee concept validity.  
 
4. If participants know that they participate in an experiment, they behave differently.  
 
5. The treatment effect is likely to be conditioned by environmental factors which are not controlled in the 
experiment, and the distribution of these factors is likely to differ largely from the population distribution.  
 
6. Individuals do not respond equally to treatments. In many experiments, the within group variance is 
large than the between group variance.  
 
7. There is one more issue… (one that experimenters hate even being mentioned…) 
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Example 1: LaCour and Green 
 
 
When contact changes minds: An experiment on transmission of support for gay equality 
 
 
Can a single conversation change minds on divisive social issues, such as same-sex marriage? A randomized 
placebo-controlled trial assessed whether gay (n = 22) or straight (n = 19) messengers were effective at 
encouraging voters (n = 972) to support same-sex marriage and whether attitude change persisted and 
spread to others in voters’ social networks. The results, measured by an unrelated panel survey, show that 
both gay and straight canvassers produced large effects initially, but only gay canvassers’ effects persisted 
in 3-week, 6-week, and 9-month follow-ups. We also find strong evidence of within-household 
transmission of opinion change, but only in the wake of conversations with gay canvassers. Contact with 
gay canvassers further caused substantial change in the ratings of gay men and lesbians more generally. 
These large, persistent, and contagious effects were confirmed by a follow-up experiment. Contact with 
minorities coupled with discussion of issues pertinent to them is capable of producing a cascade of opinion 
change.  
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Example 2: Stapel and Lindenberg 
 
 
Being the victim of discrimination can have serious negative health- and quality-of-life–related 
consequences. Yet, could being discriminated against depend on such seemingly trivial matters as garbage 
on the streets? In this study, we show, in two field experiments, that disordered contexts (such as litter or 
a broken-up sidewalk and an abandoned bicycle) indeed promote stereotyping and discrimination in real-
world situations and, in three lab experiments, that it is a heightened need for structure that mediates 
these effects (number of subjects: between 40 and 70 per experiment). These findings considerably 
advance our knowledge of the impact of the physical environment on stereotyping and discrimination and 
have clear policy implications: Diagnose environmental disorder early and intervene immediately. 
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Example 3: Hunton and Gold 
A Field Experiment Comparing the Outcomes of Three Fraud Brainstorming Procedures: Nominal Group, 
Round Robin, and Open Discussion 
 
 
ABSTRACT: 
The current study examines the outcomes of three fraud brainstorming 
procedures—nominal  group,  round  robin,  and  open  discussion—via  a  randomized 
between-participant field experiment involving 150 audit clients and 2,614 auditors who 
participated in natural, hierarchical audit teams. The results indicate that nominal group 
and round robin brainstorming resulted in equivalent numbers of unique fraud risks and 
comparable  increases  in  planned  audit  hours,  while  open  discussion  brainstorming 
yielded the least number of unique ideas and the smallest increase in planned audit 
hours.  Furthermore,  nominal  group  and  round  robin  brainstorming  yielded  more 
changes/additions to the nature and timing of substantive testing than open discussion 
brainstorming.  Study  findings  offer  theoretical  and  practical  insight  into  fraud  brain- 
storming. 
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Retracted: All 3 Examples are Fraudulent and have been Retracted 
 
 
 
http://retractionwatch.com/category/by-author/lacour/ 
https://people.stanford.edu/dbroock/sites/default/files/broockman_kalla_aronow_lg_irregularities.pdf 
 
 
http://retractionwatch.com/category/by-author/diederik-stapel/ 
 
 
http://retractionwatch.com/2012/11/20/accounting-fraud-paper-retracted-for-misstatement/ 
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Adding Another Twist: Scientific Fraud does not Proof Hypotheses Wrong 
 
 
 
https://www.sciencemag.org/news/2016/04/real-time-talking-people-about-gay-and-transgender-issues-
can-change-their-prejudices 
 
 
Replication that Supports a Retracted Hypothesis does not Provide Valid Evidence Either… 
 
 
http://retractionwatch.com/2016/04/14/yes-short-conversations-can-reduce-prejudice-qa-with-authors-
who-debunked-the-lacour-paper/#more-38809 
 
 
BUT: As we report in Figure S1 of our Supplementary Materials, the final response rate to our initial survey 
was around 2.7%. 
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Example 4: The Most Expensive Social Science Field Experiment Ever 
 
 
https://www.rand.org/content/dam/rand/pubs/reports/2005/R3476.pdf 
 
The RAND Health Insurance Experiment (RAND HIE) was an experimental study of health care costs, 
utilization and outcomes in the United States, which assigned people randomly to different kinds of plans 
and followed their behavior, from 1974 to 1982. Because it was a randomized controlled trial, it provided 
stronger evidence than the more common observational studies.  
 
It concluded that cost sharing reduced "inappropriate or unnecessary" medical care (overutilization), but 
also reduced "appropriate or needed" medical care. It did not have enough statistical power to tell 
whether people who got less appropriate or needed care were more likely to die as a result. 
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Design 
 
 
The company randomly assigned 5809 people to insurance plans that either had no cost-sharing, 25%, 50% 
or 95% coinsurance rates with a maximum annual payment of $1000.  
It also randomly assigned 1,149 persons to a staff model health maintenance organization (HMO), the 
Group Health Cooperative of Puget Sound. 
That group faced no cost sharing and was compared with those in the fee-for-service system with no cost 
sharing as well as an additional 733 members of the Cooperative who were already enrolled in it. 
  



© Thomas Plümper 2017 - 2019                                                                              348 
 

Findings 
 
An early paper with interim results from the RAND HIE concluded that health insurance without 
coinsurance "leads to more people using services and to more services per user," referring to both 
outpatient and inpatient services. 
 

  



© Thomas Plümper 2017 - 2019                                                                              349 
 

Why are these results Utterly Misleading? 
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Example 5: Listening to a Beatles Song makes you younger 
 
 
Study 2: musical contrast and chronological rejuvenation 
 
Using the same method as in Study 1, we asked 20 University 
of Pennsylvania undergraduates to listen to either “When I’m 
Sixty-Four” by The Beatles or “Kalimba.” Then, in an ostensibly 
unrelated task, they indicated their birth date (mm/dd/ 
yyyy) and their father’s age. We used father’s age to control 
for variation in baseline age across participants. 
An ANCOVA revealed the predicted effect: According to 
their birth dates, people were nearly a year-and-a-half younger 
after listening to “When I’m Sixty-Four” (adjusted M = 20.1 
years) rather than to “Kalimba” (adjusted M = 21.5 years), 
F(1, 17) = 4.92, p = .040. 
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P hacking in Experimental Research 
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Additional Options 
 
 
- add participants until the effect of interest is significant 
 
In a survey of more than 2,000 psychologists, Leslie John, a consumer psychologist from Harvard Business 
School in Boston, Massachusetts, showed that more than 50% had waited to decide whether to collect 
more data until they had checked the significance of their results, thereby allowing them to hold out until 
positive results materialize. More than 40% had selectively reported studies that “worked”. On average, 
most respondents felt that these practices were defensible. “Many people continue to use these 
approaches because that is how they were taught,” says Brent Roberts, a psychologist at the University of 
Illinois at Urbana–Champaign.” 
 
 
 
- remove a few selected cases, because ‘there are serious doubts about data quality’ 
 
- control the correct set of ‘confounding dummies’   
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Conclusion 
 
Experiments are certainly not the gold standard in the social sciences. Individuals under observation do 
behave differently, real agents learn and adjust, experiments are neither necessarily internally valid and 
rarely conceptually valid and externally valid. In addition, experiments offer little clue about causal 
mechanisms and invite misinterpretations, flawed research designs (such as the RAND Health Insurance 
Experiment) 
  
Of course, it is possible to argue that all research suffers from misinterpretation, bias, misspecification and 
fraud. But other types of research do not claim to be the gold standard and obtain the unbiased ‘causal 
truth’. Hence, the problem of experimental research is that its marketing is out of proportion.  
 
 
Perhaps, most experimental research usually relies on private data – an issue that has been ignored so far. 
It may not be a sheer coincidence that experimental results can often not be replicated. 
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Chapter 14: From Likert Scales to Survey Experiments 
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Does traditional survey research generate reliable results?  
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Does traditional survey research generate reliable results? 
 
 
40 years ago, quantitative research in the social sciences was dominated by survey research.  
 
One of the most bizarre assumptions of this line of research was (and still is) that  
 
Survey responses provide measurements without error.  
 
For ages, the most discussed issue was non-response. (Probably because there are solutions to non 
respondence). Measurement error was ignored with the exception of interviewer effects (can be large) and 
intercoder-reliability (do exist, but can be controlled). 
 
 
 
 
But what is the most important, but largely ignored problem with survey data??? 
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Consider the Likert-scale… 
 
 
What’s the definition of Likert scales? 
 
A survey scale represents a set of answer options—either numeric or verbal—that cover a range of 
opinions on a topic. It’s always part of a closed-ended question (a question that presents respondents with 
pre-populated answer choices). 
 
The Likert scale, which falls under our definition of a survey scale, is a 5 or 7-point scale that ranges from 
one extreme attitude to another, like “extremely likely” to “not at all likely.” Typically, they include a 
moderate or neutral midpoint. 
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Likert Scale Examples 
 
 

 
 
Of course, more than 5 options are possible. Note that the number of option is usually odd to offer a 
‘neutral’ answer.  
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2 Experiments 
 
Temperature: Please give the thresholds between the following office temperature response options.  
 
very cold cold  neutral warm very warm 
 
1st cut: 
2nd cut: 
3rd cut: 
4th cut:  
 
Size: Please provide the thresholds between the following size for female adults options. 
 
very small small neutral tall very tall 
1st cut: 
2nd cut: 
3rd cut: 
4th cut:  
 
Note: you need to provide 4 numbers each 
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Thresholds are Subjective 
 
and influenced by covariates: 
 
- temperature depends on birth place 
- size depends on, well, individual size 
 
And so on. 
 
 
 
one simply cannot assume that individual ‘happiness’ scores are independent of personal traits 
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Example 1: Rape in Civil Conflict in Sri Lanka 
 
Survey Q:  
 
The  direct  questions  on  sexual  violence  were  part  of  an  item  battery capturing various direct war 
experiences. The introduction to the item battery read:  
 
“During the period of war, from 1983 to 2009, which of the following things did you personally directly  
experience, see or witness with your own eyes and ears, directed at  you,  your  family,  or   
community?”   
 
The  answers  to  the  items  “You  becoming sexually assaulted” and “Other persons  
being sexually assaulted” were coded 1 for “yes”  and  0  for  “no.”   
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The Share of Positive Responses in the Survey  
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The Share of Positive Responses in the Survey  
 
 
is 1.3 percent. 
 
But is that correct or underreporting?  
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How can we design surveys that reduces/minimizes underreporting?  
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How can we design surveys that reduces/minimizes underreporting?  
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The List Experiment: 
 
 
i) Produce a List of Items including the Item you are interested in.  
ii) Delete the Item you are interested in from half of the questionnaires.  
iii) Randomize the Item Lists among participants 
iv) ask: how many items have you experienced/observed? 
 
Compare the mean of the answers with the item to the mean of the answers without the item of interest, 
and you know the sample share of positive answers.  
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The List Experiment Result  
 
 
Is 13.4 percent. 
 
suggesting severe underreporting in surveys (90 percent).   
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Why and When give List Experiments Roughly Accurate Answers? 
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List Experiments 
 
A list experiment is a questionnaire design technique used to mitigate respondent social desirability bias 
when eliciting information about sensitive topics. With a large enough sample size, list experiments can be 
used to estimate the proportion of people for whom a sensitive statement is true. 
 
A list experiment requires that you randomly divide the sample into two groups: the Direct Response 
Group and the Veiled Response Group. 
 
List experiments present respondents with a list of items, experiences, or statements . Respondents must 
then report how many items in the list pertain to them. In a list experiment, the sample is randomly 
divided into two groups: the Direct Response Group and the Veiled Response Group. While the Direct 
Response Group is presented with a list of neutral and non-sensitive items (length=N), the Veiled Response 
Group is presented with an identical list plus the sensitive item (length=N+1). With a large enough sample, 
researchers can estimate the proportion of people to whom the sensitive item pertains by subtracting the 
average response of the Direct Response Group from the average response of the Veiled Response Group. 
 
List experiments provide respondents with an additional level of privacy, as the researcher can never 
perfectly infer an individual’s answer to the sensitive item unless either 0 or N+1 items are true.  

  



© Thomas Plümper 2017 - 2019                                                                              372 
 

Example 2 
 
Enumerator reads: “How many of the following statements are true for you?” 
 
Direct Response Group List: 
 
    I remember where I was the day of the Challenger space shuttle disaster 
    I spent a lot of time playing video games as a kid 
    I would vote to legalize marijuana if there was a ballot question in my state 
    I have voted for a political candidate who was pro-life 
 
Veiled Response Group List: 
 
    I remember where I was the day of the Challenger space shuttle disaster 
    I spent a lot of time playing video games as a kid 
    I would vote to legalize marijuana if there was a ballot question in my state 
    I have voted for a political candidate who was pro-life 
    I consider myself to be heterosexual 
 
The above example comes from Coffman, Coffman, and Ericson 2016. 
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Example 3 
 
Enumerator reads: “Now I am going to read you three things that sometimes make people angry or upset. 
After I read all, just tell me how many of them upset you. I don’t want to know which ones, just how 
many.” 
 
Direct Response Group List: 
 
    The federal government increasing the tax on gasoline; 
    Professional athletes earning large salaries; 
    Requiring seat belts be used when driving; 
    Large corporations polluting the environment 
 
Veiled Response Group A List: 
 
    The federal government increasing the tax on gasoline; 
    Professional athletes earning large salaries; 
    Requiring seat belts be used when driving; 
    Large corporations polluting the environment 
    Black leaders asking the government for affirmative action 
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Veiled Response Group B List: 
 
    The federal government increasing the tax on gasoline; 
    Professional athletes earning large salaries; 
    Requiring seat belts be used when driving; 
    Large corporations polluting the environment 
    Awarding college scholarships on the basis of race 
 
The above example comes from Gilens, Sniderman, and Kuklinski 1998.   
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Conjoint Experiment 
 
 
Hainmueller, J., Hangartner, D., & Yamamoto, T. (2015). Validating vignette and conjoint survey 

experiments against real-world behavior. Proceedings of the National Academy of Sciences, 112(8), 
2395-2400. 

 
Hainmueller, J., & Hangartner, D. (2013). Who gets a Swiss passport? A natural experiment in immigrant 

discrimination. American political science review, 107(1), 159-187. 
 
Bansak, K., Hainmueller, J., & Hangartner, D. (2016). How economic, humanitarian, and religious concerns 

shape European attitudes toward asylum seekers. Science, 354(6309), 217-222. 
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How does it work? 
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Example 1: Bansak et al 
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How is it done? 
 
A Computer randomizes properties of two or more units in multiple dimensions, and participants have to 
select the ‘best’ candidate.  
 
Relative probabilities can be estimated by a probit estimator.  
 
The more dimensions and the more characteristics in each dimension, the more participants and the more 
trials per participant are needed.  
 
Important: conjoint analyses compute relative probabilities. Nothing can be inferred about whether 
participants are in favour of or against immigration.  
 
This de facto makes immigration attitudes a 2-stage decision process: 
- which share of migrants do you wish to let in? 
- which ones of the applicants would you select given the share of migrants you let in.  
 
 
But we definitely learn about relative preferences in a sample of participants.  
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Relating Attitudes to Properties of Participants  
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Relating Attitudes to Properties of Participants  
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Conclusion 
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Survey Research  
 
Modern techniques for survey research partly alleviate the unreliability issue of survey research.  
 
List experiments provide respondents with a layer of anonymity that allows them to give more honest 
answers and to admit to socially undesirable answers.  
 
Conjoint analysis allows researchers to compute average relative probabilities in the sample.  
 
 
 
Neither technique identifies causal mechanisms. It remains rather unclear why relative probabilities exist 
since survey responses cannot be, at least not easily, related to properties of the survey respondents.  
 
Bansak et al. relate ‘attitudes’ to properties of the participants in a de facto bivariate regression model.  
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Chapter 15: General Discussion 
  



© Thomas Plümper 2017 - 2019                                                                              384 
 

5 Claims 
 
1. In the social sciences, inferences ALWAYS remain uncertain. Uncertainty is the very nature of inferences 
– unless we can directly observe causal effects, effects remain uncertain.  
 
 
 
That is why we call it inference.   
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5 Claims 
 
2. Validity is a multidimensional concept. Selective validity is rather meaningless for the purpose of social 
science.  
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5 Claims 
 
3. This also holds for internal validity: even if an estimate was close to the truth, it would not mean much if 
the effect existed for a bunch of Harvard students in 1984 and nowhere else.  
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5 Claims 
 
4. Different techniques have different main problems: 
- standard regression and matching suffer from potential model misspecification 
- regression discontinuity suffers from lack of external validity, non-random selection, conditionality, 
selection bias 
- iv models suffer from weak, poor and unidentified instruments, conditionality, partial effect bias  
- lab experiments suffer from observation bias, lack of external validity, and lack of concept validity 
- field experiments suffer from lack of external validity and selection bias, potential observation bias, 
conditionality 
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5 Claims 
 
5. The main problem is not the problems associated with these techniques, the main problem is 
overconfidence of the researcher using these techniques.  
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What to do… 
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What to do… 
 
i) do not choose your research project according to the method you wish to use 
ii) derive multiple predictions from one theory 
iii) conduct multiple tests of each prediction 
iv) carefully consider alternative explanations of outcomes 
v) carefully consider complications: dynamics, structural breaks, conditionalities, causal heterogeneity, 
spatial dependence, selection, …  
vi) analyse and report causal effects 
vii) allow for effect heterogeneity 
viii) and yes: conduct and report robustness tests, even if they demonstrate a lack of robustness 
ix)   
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